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2.6 A simpli�ed depiction of a format of the common children's game "peek-a-boo" . Formats consist
of the deep structure (the static part), and the surface structure (varying realization managed by
some rules). In this example, the deep structure is the disappearance and the reappearance of the
adult's face, and the surface structure refers to di�erent ways of hiding the face and signalizing its
reappearance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.7 Work�ow of an agent acting in the SocialAI school. The environment generates a state, which is
represented as multi-modal observations: a 7x7x6 tensor and the full dialogue history. The agent
acts through a multi-modal action space consisting of primitive actions and utterances. . . . . 34

2.8 A depiction of a peer and its encoding. The agent and a peer are in eye contact, and the peer is
pointing to the blue box. To the right is an encoding of the peer. The encoding contains information
about the peer, e.g. the gaze and point direction. Refer to �gure A.10 in the Appendix for a list of
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2.9 An example of procedural environment generation using tree-based parametric sampling. There
are two kinds of nodes: parameter nodes (rectangles) and value nodes (ovals). Parameter nodes
require that one of its children (a value node) is selected. Value nodes require that sampling
progresses through all of its children (parameter nodes). In this tree, all parameter nodes except
"Problem" have only one child. This means that only the Problem parameter can be set in
di�erent ways. We show three examples of parameter sampling, and the three environments
constructed from those parameters. An online interactive demo https://huggingface.co/

spaces/flowers-team/SocialAISchool enables to explore di�erent environments, parameters
and sampling trees. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2.10 Examples of InformationSeeking type environments, in which agents learns to �nd hidden apples
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2.11 Examples of Collaboration type environments, in which agents must learn cooperative strategies
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2.12 The Pointing experiments. We study if an RL agent is able to infer the meaning of a pointing
gesture. The agent was trained on �ve di�erent problems, and on the asocial version of the Doors
problem (only one door and no peer in the environment). The Figure compares the success rate
(mean +/- std over 8 seeds) on the training environments with the evaluation on the testing
environment - the social Doors problem (two door and the peer pointing to the correct door).
The cross marks depict statistical signi�cance ( ? = 0•05). We can see that the agent achieves high
performance on the training environments, but it is not able to infer the meaning of a pointing
gesture in a new context (the social Doors task)). Figure 2.10a shows an example of a SocialAI
environment with pointing. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

2.14 The sca�olding experiment. The comparison of agents trained on multiple environments of
varying di�culty to that trained on an unsca�olded environment. The Figure show success rates
on the testing environments (mean � std over 8 seeds) and the cross marks depict statistical
signi�cance ( ? = 0•05) with respect to the "no_scaf" baseline. Only the sca�olded agents ("scaf_4"
and "scaf_8") solve the environment, and the sca�olding with eight di�culty levels is more sample
e�cient. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.13 Role reversal imitation experiments. We study to what extent is an RL agent able to transfer
knowledge from one role of a collaborative activity to another. Figure shows the success rate of
�ne-tuning to role A (mean � std over 8 seeds), the cross marks depict statistical signi�cance
(? = 0•05). We compare a PPO agent pretrained on role B ("role_B") to that pretrained on the
asocial version of the environment ("asocial"), which learns only about the environment dynamics.
Agents pretrained on role B do not master role A faster than asocially pretrained agents, implying
that the RL agents do exhibit role reversal capabilities. . . . . . . . . . . . . . . . . . . . . . . . 42

2.15 An example of how a language model can be used as an interactive agent in SocialAI. A state is
parsed into a pure text observation and combined with previous two observations and actions.
This is, appended to the in context examples, is used as prompt for the LLM. The agent generates
the text which is then matched (as case insensitive substring) with the list of possible actions. The
matched action is executed in the environment. . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

2.16 Instructions given to GPT-4.1. Instructions describe the dynamics of the ColorBoxes environment,
but they do not give any information pertaining to the social peer or how to interpret it's utterances. 46

2.17 Two environments used in the experiments with large language models. The observations are
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3.1 Inducing a perspective for the PVQ questionnaire. We aim to induce the target personal values of
self-enhancement(powerand achievement) using a 2nd person perspective transmitted via the system
prompt of language models. We then compute the answer of the model conditioned on that
perspective for a question from the PVQ questionnaire. This process is repeated independently
for all questions of the questionnaire and 50 di�erent permutations of the answers order. . . . 58



3.2 Estimating perspective controllability. We put the model in four perspectives, each with di�erent
target values (expressed explicitly in the prompt). We query the model with a questionnaire
in each perspective. We then score the answers to get the scores for all the values in all the
perspectives. For each perspective, we compute the distance between target and other values'
scores, and average those estimates to compute the �nal controllability estimate. . . . . . . . . 59

3.3 Evidence for the unexpected perspective shift e�ect. The e�ect of di�erent simulated conversations
on: (a) basic personal values, and (b) cultural values. The e�ect of di�erent textual formats on: (c)
basic personal values, and (d) cultural values. The e�ect of Wikipedia paragraphs about di�erent
music genres: (e) basic personal values, and (f) cultural values. Although these contexts seem
orthogonal to the tested values, we found them to cause signi�cant e�ects on all personal values
expressed by ChatGPT except those denoted by a gray background (ANOVA tests). Varying the
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4.1 How do LLM's expressed values change as a function of context? An LLM is �rst prompted to
play a speci�c role (e.g. Gandalf). Then, a conversation on a topic (e.g. joke) with an interlocutor
model (same LLM prompted to simulate a human user) is generated. Then, the LLM simulating
the persona is given a psychology questionnaire aimed to assess its expressed values. We study
the stability of these expressed values across diverse conversation topics and lengths. We consider
various personas to be simulated, as well as the case when the LLM is not prompted to play any
particular persona. The messages and instructions in gray are set manually, and the messages in
white are generated. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

4.2 Rank-Order stability. An example of estimating Rank-Order stability of benevolence. In each
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4.3 Ipsative stability. An example of estimating Ipsative stability for a character (Gandalf). Values are
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4.4 Example of a conversation when simulating Frodo in the context of grammar using the gpt-3.5-
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4.5 Rank-Order stability with PVQ. Rank-order stability ( "40= � (� ) of personal values (PVQ) exhib-
ited by simulated participants (�ctional characters or real-world personas) following conversations
on di�erent topics (correlation of simulated participants' value expression in di�erent contexts).
Consistent trends are visible: Mixtral, Qwen, GPT-3.5, and Mistral model families are the most
stable, compared to LLaMa-2 and Phi families. All models exhibit lower than human stability,
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4.6 Ipsative stability with PVQ. Ipsative stability ( "40= � (� ) of personal values (PVQ) exhibited
by LLMs without the persona setting instructions (correlation of value hierarchies in di�erent
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4.7 Rank-Order stability with longer conversations. Rank-order value stability ( "40= � (� ) following
conversations of di�erent length for the Mixtral-8x7B-Instruct-v0.1 model simulating �ctional
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4.8 Ipsative stability with longer conversations. Ipsative value stability ( "40= � (� ) of LLMs
with (Mixtral-8x7B-Instruct-v0.1) and without persona setting instructions (correlation of value
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4.9 Rank-Order stability on downstream tasks. Rank-order stability ( "40= � (� ) on downstream
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4.10 Relation of value expression on PVQ and donating behavior. Rank-order stability ( "40= � (� )
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donations are correlated with Universalism (a) and Benevolence (b) and negatively correlated
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4.11 Rank-Order stability on additional contexts. Pair-wise Rank-Order stability of personal values
(PVQ) exhibited by simulated �ctional characters. The Mixtral-Instruct-8x7B-v0.1 model overall
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5.1 Iterative chain. In each generation, a fresh base model is �ne-tuned on texts sampled from the
Accumulated data pool (except generation 0, where it's trained only on human posts). The model
generates posts, which are added to the pool alongside some newly sampled human posts. . . 96

5.2 Evolution of quality (left) and diversity (right) over generations for di�erent synthetic data ratios
on the 100M_tweetsdataset. Recursive �ne-tuning leads to losses of data quality and diversity
when the synthetic data ratio is high enough. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

5.3 E�ect of synthetic data ratio on absolute and relative quality (left column) and diversity (right
column) at the last generation, in four di�erent datasets. Absolute measures (top row) correspond
to the value of the corresponding metric at generation 19. Relative measures (bottom row)
correspond to absolute values divided by the metric value after a single �ne-tuning (i.e. generation
0). Di�erent datasets lead to di�erent sensitivities to synthetic data ratio, with 100M_tweets(blue)
and webis_reddit(orange) exhibiting greater losses in quality and diversity. . . . . . . . . . . . 101

5.4 Regression coe�cients for distribution shifts in semantic diversity and quality in multi-domain
experiments. Blue and red colors mark positive and negative e�ects, respectively, non-shaded bars
mark statistically signi�cant e�ects, highlighted bars denote in-domain e�ects. Most e�ects are
in-domain implying that di�erent domains to not signi�cantly interact. The in-domain predictors
are consistent with those in single domains experiments: semantic diversity and quality (as
positive) are associated with more detrimental shifts (collapse), lexical diversity and gaussianity
(as negative) with less detrimental shifts (collapse). . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.5 E�ect of recursive �ne-tuning on political lean. (a) Evolution of political lean over generations, for
initial distributions with varying degrees of political polarization. We observe a general tendency
for political bias to be reduced over generations. (b) Average political lean at the last generation as
a function of political lean in the human data. We observe three di�erent regimes: bias is reduced
when the initial distribution's bias is extreme right-wing and extreme left-wing; bias is ampli�ed
when the initial distribution's bias is moderately left-wing; and bias is reversed when the initial
distribution's bias is moderately right-wing. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105



5.6 Proportion of tweets with di�erent degrees of political bias over generation. We partition the
generated tweets in eight bins according to their political lean. The proportion of neutral tweets
tends to increase, while the proportions of extreme left and extreme right tweets decrease. The
proportions of more nuanced left and right tweets appear to stay the same. . . . . . . . . . . . 105
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6.2 Evolution of the distribution of text properties across generations. We here represent the distribu-
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thus represent the properties observed in the set of 100 transmission chains (20 initial texts * 5
seeds) for each model and task. For each property, task and model, the 50 generations are arranged
vertically, with �rst generations at the top and last generations at the bottom. . . . . . . . . . . 112

6.3 Attractors strength and position. The height of the bars represent the position (top row) and strength
(bottom row) of theoretical attractors estimated using the method described in Section E.1.3, for
each property (columns), task, and model. Less constrained tasks, such asContinue, appear to
produce stronger attractors than more constrained tasks, such asRephrase. Attractors appear to be
stronger for toxicity than for length. Finally, we can notice that the position of attractors appears to
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A.1 Our Multi-Headed PPO baseline DRL agent. Architecture visualization is a modi�ed version of
the one made by Hui et al. (2020). We perform two modi�cations: 1) Instead of �xed instruction
inputs our model is fed with NPC's language outputs (if the agent is near an NPC), and 2) We
add a language action head, as our agent can both navigate and talk. . . . . . . . . . . . . . . . 130

A.2 Pilot experiments showing that our count-based exploration bonuses outperform other baselines.
On the environments with the pointing gesture, visual count-based ("CB") exploration bonus
is the best performing condition. On the environments with utterances, linguistic count-based
("CBL") exploration bonus is the best performing condition. . . . . . . . . . . . . . . . . . . . . 133

A.3 The linguistic cues experiments. We study if an RL agent is able to infer the meaning of linguistic
cues in order to use the correct object. We consider two types of cues:language feedbackand color.
In both settings, the agent was trained on �ve di�erent problems, and on the asocial version of
the Doors problem (only one door and no peer present in the environment) - denoted by "train".
Agents were periodically evaluated on the social version of the Doors problem (two doors and a
peer giving cues) - denoted by "test". The �gure compares the success rate (mean +/- std over 8
seeds) on the training environments with the evaluation on the testing environment. The cross
marks depict statistical signi�cance ( ? = 0•05). In both cases the agents achieve much better
performance on the training problems, but fail to generalize to a new problem - the agent is not
able to infer the meaning of an utterance in a new context. . . . . . . . . . . . . . . . . . . . . . 134

A.4 Per-seed performance on the training environments of the agent from Figure A.3a ("PPO_-
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there are two unstable seeds which result in the success rate of 0%. . . . . . . . . . . . . . . . . 135

A.5 The joint attention experiment. The environments feature a test for recursiveness - infer if the
peer knows that they are working together. The environments are same as the ones from Figure
A.3b, but with the addition of misleading cues - random cues given regardless of the agent (a
random color). The peer gives misleading cues outside of joint attention (before the introductory
sequence). The agent should ignore these cues, and use only cues given inside joint attention.
The �gure compares the success rate (mean +- std over 8 seeds) of the agent trained on the
environments with both regular and misleading cues("JA_PPO_CBL"), to the agent trained on the
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A.6 Imitation learning experiments. The peer demonstrates how to use an object (after the agent
successfully introduces itself). The agent is trained on �ve di�erent problems and evaluated
on a new problem with a previously unobserved object (a door). A socially pro�cient agent
should be able to learn (by observing the demonstration) which action (toggle or push) to use on
the new object. The curves compare three agents trained with a di�erent scaling factor for the
visual count-based exploration bonus. One can see that the agent with high exploration bonus
("PPO_CB_1") focuses too much on the peer, which results in ignoring the task. This is evidenced
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training object, but it makes it impossible to generalize to a new object. Neither of the agents is
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A.7 Environments from the Adversarial peer experiments in which the agent has to infer the peer's
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B.1 Fictional characters. Values exhibited by GPT-3.5-0301 in perspectives with implicitly implied
values through �ctional characters. We can see that GPT can express di�erent values as expected. 152



B.2 Music experts. GPT-3.5-0301 expresses di�erent values in perspectives that seem orthogonal
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C.1 Prompt examples of administering a questionnaire to di�erent models. For tuned models, <system>,
<user>, and <assistant>are replaced with speci�c keywords de�ned by their �ne-tuning. A persona
(blue) and a conversation topic (green) are induced. A conversation is simulated (orange). A query
from a questionnaire or a downstream task (purple) is given, followed by the �query string�
(purple). The query string makes the next token distribution much more skewed towards capital
letters denoting an answer. The model generates a distribution for the next token, and the answer
is taken as the most probable token from a set of capital letters from A to F. (a) Base models. (b)
Tuned models with the system input. (c) Tuned models without the system input. . . . . . . . 163

C.2 PCA representation of di�erent �ctional characters simulated by the Mixtral-Instruct model.
Positive characters (green) are grouped on the left side, negative characters (red) on the right side,
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C.3 Similarity of Mixtral-Instruct simulated �ctional characters' value pro�les with the neutral value
pro�le (blue) compared to the Rank-order stability. As conversations gets longer, simulated
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C.4 Rank-Order stability between di�erent contexts (simulated conversations) and with respect to the
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Abstract

The recent evolution of arti�cial intelligence (AI) has led to its increasing integration into human culture. This
growing presence of AI in human society raises important scienti�c questions - particularly those concerning
the socio-cultural aspect of AI, which are crucial for better conceptualizing, evaluating, and designing future
AI systems, as well as understanding their potential impact on the human society and culture. While this is a
complex and nuanced topic, valuable insights can be drawn from psychology and human sciences, which
have studied related aspects of socio-cultural behavior in humans and animals for decades. We explore three
core scienti�c questions:

What does an intelligent system need to enter a human culture?Drawing on developmental psychological theories
by Michael Tomasello and Jerome Bruner, we outlined core socio-cognitive abilities that we believe are most
relevant for current AI research. We introduced The SocialAI School - a tool for generating environments
designed to support evaluation and development of these abilities in arti�cial agents. We demonstrated
various usages of the SocialAI School with RL and LLM-based agents. Our experiments revealed limitations
of standard RL agents, particularly in their inability to generalize to new contexts, and showed that while
LLMs exhibit behavior somewhat consistent with correctly inferring social cues, a performance gap still
remains.

How can we characterize a culture encoded within an arti�cial system, such as a large language model (LLM)?We
demonstrate that LLMs exhibit strong sensitivity to seemingly trivial context changes, which challenges the
assumptions underlying many psychological questionnaires increasingly used to assess LLMs. We caution
against naively using such questionnaires to draw general conclusions about LLM behavior. To investigate this,
we systematically compare LLMs based their sensitivity to trivial context changes, i.e. on the stability of values
expressed by simulated personas over various contexts induced by simulated conversations on di�erent
topics. We observe that some model families - Qwen, Mixtral, Mistral, GPT-3.5 - consistently exhibited
higher stability in various experimental setups. Then, we construct a leaderboard by further extending this
methodology. The latest results suggest that, while rank-order stability may be approaching its ceiling in this
suite, a persistent gap in validation scores points to either remaining room for improvement or a fundamental
limitation in applying human-centric theories to LLMs.

How does a human�AI culture change and evolve over time?Using the iterative chain design (a method adapted
from the �eld of cultural evolution) we explored how di�erent properties of human data in�uence the
evolution of AI-generated content. We found that higher lexical diversity and greater gaussianity in human
data were associated with increased deterioration over generations, while higher semantic diversity and
overall data quality with smaller deterioration. We also observe that data properties from one domain had
little in�uence on the data generated for another domain. These �ndings suggest that di�erent parts of the
internet may exhibit distinct evolutionary dynamics, shaped by the properties of the underlying human
data.

The three questions discussed in this thesis are inherently complex and interdisciplinary. We presented only
initial steps toward addressing them, leaving many open questions about the socio-cognitive capacities,
internal representations, and cultural impact of AI systems. These questions are of utmost importance,
especially as such systems are increasingly in�uencing human society and culture.

Keywords : arti�cial intelligence, deep learning, reinforcement learning, large language models, natural
language processing, developmental psychology, social psychology, values, cultural evolution



Résumé

L'évolution récente de l'intelligence arti�cielle (IA) a conduit à son intégration croissante dans la culture
humaine. Cette présence accrue soulève d'importantes questions scienti�ques � notamment socio-culturelles
� cruciales pour conceptualiser, concevoir et évaluer les systèmes d'IA, ainsi que comprendre leur impact
potentiel sur la société. Bien que ce sujet soit complexe et nuancé, des éclairages précieux viennent de la
psychologie et des sciences humaines, qui étudient depuis longtemps le comportement socio-culturel humain
et animal. Nous explorons trois questions scienti�ques centrales :

Quelles capacités un système intelligent doit-il posséder pour intégrer une culture humaine ?En nous appuyant sur
les théories psychologiques du développement de Michael Tomasello et Jerome Bruner, nous avons identi�é
des compétences socio-cognitives fondamentales que nous jugeons particulièrement pertinentes pour la
recherche actuelle en IA. Nous avons introduit The SocialAI School, un outil générant des environnements
pour évaluer et développer ces capacités chez des agents. Nous avons démontré diverses utilisations de The
SocialAI School avec des agents d'apprentissage par renforcement (RL) et des modèles de langage (LLM). Nos
expériences ont mis en évidence les limites des agents RL classiques, notamment leur incapacité à généraliser
à de nouveaux contextes. Nous avons aussi montré que, bien que les LLM manifestent des comportements
partiellement compatibles avec l'inférence d'indices sociaux, un écart de performance subsiste.

Comment caractériser une culture encodée dans un système arti�ciel, tel qu'un modèle de langage de grande taille (LLM)
? Nous montrons que les LLM présentent une forte sensibilité à des changements de contexte apparemment
triviaux, ce qui remet en question les hypothèses sous-jacentes à de nombreux questionnaires psychologiques
de plus en plus utilisés pour les évaluer. Nous mettons en garde contre l'usage naïf de ces questionnaires pour
tirer des conclusions générales sur le comportement des LLM. Pour cela, nous comparons systématiquement
divers LLM selon la stabilité des valeurs exprimées par des personas simulés dans di�érents contextes. Nous
observons que certaines familles de modèles � Qwen, Mixtral, Mistral, GPT-3.5 � manifestent une stabilité
plus élevée dans di�érents dispositifs expérimentaux. Nous avons ensuite étendu la méthodologie pour
construire un classement (leaderboard). Les résultats suggèrent que, bien que la stabilité relative semble
plafonner, un écart persistant dans les scores de validation indique soit une marge d'amélioration, soit une
limite des théories centrées sur l'humain appliquées aux LLM.

Comment une culture humain�IA évolue-t-elle dans le temps ?En utilisant le design en chaîne itérative (une
méthode adaptée du domaine de l'évolution culturelle), nous avons exploré comment di�érentes propriétés
des données humaines in�uencent l'évolution du contenu généré par l'IA. Nous avons constaté qu'une plus
grande diversité lexicale et une distribution plus gaussienne des données humaines étaient associées à une
détérioration plus marquée au �l des générations, tandis qu'une plus grande diversité sémantique et une
meilleure qualité des données entraînaient une détérioration plus faible. Nous avons aussi constaté que
les propriétés d'un domaine in�uencent peu les données générées dans un autre. Ces résultats suggèrent
que di�érentes parties d'internet suivent peut-être des dynamiques évolutives distinctes, façonnées par les
propriétés des données sous-jacentes.

Les trois questions abordées dans cette thèse sont fondamentalement complexes et interdisciplinaires. Nous
n'en présentons ici que les premières étapes, laissant de nombreuses questions ouvertes concernant les
capacités socio-cognitives, les représentations internes et l'impact culturel des systèmes d'IA. Ces questions
sont cruciales, à mesure que ces systèmes in�uencent toujours davantage la société et la culture humaine

Mots-clés: intelligence arti�cielle, apprentissage profond, apprentissage par renforcement, grands modèles
de langage, traitement du langage naturel, psychologie du développement, psychologie sociale, valeurs,
évolution culturelle
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The recent evolution of arti�cial intelligence (AI), particularly large
language models (LLMs), has led to its increasing permeation into
human culture. Current AI systems exhibit better conversational and
socio-cognitive abilities, they generate content of higher quality, and
can even be described as having more agency compared to older AI
systems enabling them to play a more active role in interactions with
human. Consequently, humans now interact with AI systems in a variety
of ways, ranging from classical chatbot assistants and educational tools
to the generation and transformation of cultural artifacts such as social
media content (Sadiko§lu et al. 2023), artistic works (Cetinic and She
2022), and even scienti�c papers (Buruk 2023). The growing presence
of AI in human society and culture raises important scienti�c questions
- particularly those concerning the socio-cultural aspect of AI, which
are crucial for better conceptualizing, evaluating, and designing future
AI systems. Moreover, understanding the potential impact of AI on the
evolution of human society and culture is of paramount importance
(Brinkmann et al. 2023; Tsvetkova et al. 2024). Here, we outline three core
scienti�c questions that will be explored in this thesis. Those questions
are very broad and complex, and in this thesis we address but a small
fraction of the many aspects of these questions. The thesis is organized
into three parts, each focusing on one of these questions by leveraging
and adapting research and theories from psychology and related �elds:

É How can we evaluate and build AI systems capable of enteringan
existing human culture, i.e. learning from, improving, and teaching
a surrounding culture?

É How can we characterize and evaluate socio-cultural aspects of AI
systems?

É How do cultures composed of AI agents (and humans) change and
evolve over time?

The socio-cultural status of arti�cial systems is a complex and nuanced
topic. However, we do not need to approach this topic from a blank slate.
For decades, similar questions concerning the socio-cultural behavior of
humans and animals have been explored in �elds such as psychology
(Miller 2002; Evans-Pritchard 2013), anthropology (Gilbert et al. 2025),
ethology (De Waal 2016), and, more recently, cultural evolution (Mesoudi
2016). This body of research o�ers valuable insights that can guide our
thinking, help us develop conceptual frameworks, formulate scienti�c
questions, and even design appropriate experimental methodologies.

While psychology can o�er valuable insights, it is crucial to proceed
with caution, as the methods used to study those questions in humans
cannot be directly applied to AI systems. There is a signi�cant risk of
overstepping: anthropomorphizing AI systems, confusing analogy with
equivalence, or overlooking critical assumptions that may be violated
when transferring psychological concepts to arti�cial systems. In fact,
the crucial scienti�c questions regarding such transfers revolve precisely
around how the analogies di�er and what assumptions are broken. For
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example, when considering socio-cognitive abilities, it is important to
recognize that even if AI systems and humans display super�cially
similar behaviors in certain contexts, the underlying mechanisms driving
these behaviors are fundamentally di�erent (Bender et al. 2021). Similarly,
when adapting psychological questionnaires to study Large Language
Models (LLMs), one must account for the fact that LLMs exhibit context-
dependence to a far greater degree than is typically observed in humans
(as we will show in Chapter 3). In order to do this, it is essential to
rigorously study the limitations of transferring psychological concepts
and methodology to AI. One of the key questions of this thesis is precisely
how psychological and human science frameworks and methods can be
adequatelyadapted for application to AI systems.

This thesis explores how theories, concepts, and methodology from
social psychology and human sciences can be leveraged and adapted to
formulate and explore scienti�c questions concerning the socio-cultural
aspect of AI. It is organized into three parts, corresponding to the three
scienti�c questions outlined above.

É Part 1 (Entering a culture): drawing on developmental theories, we
outline and study the most basic concepts and abilities necessary for
a system to enter an existing human culture (e.g. social inferences,
role reversal). We present a tool, the SocialAI School, designed
to facilitate generation of interactive social environments to foster
research of those concepts.

É Part 2 (Characterizing a culture): following social psychology,
we study the limitations of naively evaluating Large Language
Models with psychological questionnaires. We explore how such
psychological tools can be adapted for adequate application in AI.
For instance, we adapt psychological methodologies to evaluate the
expression and stability of basic personal values in LLM-simulated
personas and populations across varying contexts.

É Part 3 (An evolving culture): following the research �eld of cultural
evolution, we employ the iterative chain paradigm to investigate
the factors in�uencing the evolution of AI-generated content in
AI-human populations, such as on social media.

Before proceeding further, we would like to acknowledge that this thesis
was written from the perspective of arti�cial intelligence, while engaging
with a wide range of complex and nuanced sub�elds within psychology
and cognitive science. Although we have made every e�ort to study
these domains with care and rigor, it is possible that certain subtleties
or perspectives were overlooked due to the breadth and diversity of the
concepts explored.

1.1 What is �culture�?

De�ning culture is inherently challenging due to the concept's elusive
and multifaceted nature (Adilazuarda et al. 2024; Liu, Gurevych, and
Korhonen 2024). Accordingly, di�erent parts of this thesis adopt di�erent
working de�nitions and emphasize distinct aspects of culture.

Part I is primarily grounded in the work of Michael Tomasello, who
described human culture as �the form of social organization that arose in
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the human lineage in response to speci�c adaptive challenges� (Tomasello
2019). Tomasello highlights two core dimensions of culture: the coor-
dinative dimension�comprising conventions, norms, and institutions
grounded in trust, commitment, and fairness�and the transmitive dimen-
sion�wherein skills and knowledge are transmitted across generations
through social learning. He argues that the key distinction between hu-
man and non-human culture is that human culture exhibits cumulative
cultural evolution . For instance, modern day tools such as cars are a
product of many incremental improvements created by many previous
generations. He furthermore argues that this cumulativeness is due to the
ratchet e�ect : �modi�cations and improvements stay in the population
fairly readily (with relatively little loss or backward slippage) until further
changes ratchet things up again� (Tennie, Call, and Tomasello 2009).
Interestingly, he argues that while inventiveness is common among other
primates, it is the robust transmission of new discoveries that enables
the ratchet e�ect and cumulative cultural evolution by preventing those
discoveries from being forgotten. This perspective is the one we adopt in
Part I.

Part II focuses on cultural expression in large language models. It is
relevant to clarify that learning a language does not equate to learning
a culture (Hershcovich et al. 2022). Consequently, there has been a
series of papers proposing a variety of de�nitions and frameworks for
understanding culture in the context of LLMs. For instance, Hershcovich
et al. (2022) outline four dimensions along which cultures can vary:
common ground, aboutness, objectives, and values. Pawar et al. (2024)
draw from the de�nition proposed by White (1959), where culture is
described as being: 1) within humans (e.g. concepts, beliefs, attitudes),
2) between humans (in social interactions), and 3) outside humans (e.g.
pottery bowls, railroads, factories). Adilazuarda et al. (2024) take a
somewhat broader approach proposing two types of �proxies of culture�:
demographic (e.g. ethnicity, religion) and semantic (e.g. names, emotions,
food). Liu, Gurevych, and Korhonen (2024) present a taxonomy with
three branches focusing on non-material aspects, linguistic variations,
and social interactions. One approach to studying cultural expression
in LLMs is to focus on one aspect of cultural expression - such as
values - often assessed through psychological questionnaires like Geert
Hofstede's VSM13 (Hofstede 2013) or instruments from the World Values
Survey (Arora, Ka�ee, and Augenstein 2023; Pawar et al. 2024). In Part II,
we adopt this approach by primarily drawing on Schwartz's Theory of
Basic Personal Values (Schwartz 1992a) and using the PVQ questionnaire
(Schwartz 2021a) to evaluate value expression.

While this thesis is not grounded in sociology, it is relevant to note that
similar questions regarding culture and values have been extensively
explored in that �eld as well. Max Weber, for instance, analyzed how
values become salient to the extent to guide group action, arguing that
they act as the �switchmen� that rationalize and direct human conduct
(Kalberg 2014). In the pragmatic tradition, John Dewey rules out values in
the sense of independent entities (McDonald 2011). He instead described
them as 'adjectival'�properties, traits or quali�cations of something (e.g.
objects, situations) that characterize the direction of change in the quality
of behavior. Pierre Bourdieu proposes three forms of capital - economic,
cultural, and social, which can be, under some conditions, converted
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from one into another (Bourdieu 1986). Economic capital can immediately
be transferred into money or property, cultural capital includes concepts
such as knowledge, skills, or values, and can be institutionalized in
the form of academic degrees, and social capital refers to connections
and relations such as membership in a group, tribe or party and can
be institutionalized in the form of title of nobility . More recently, in a
similar vein, Bernard Lahire studied 35 children over a period of four
years to analyze how living conditions and family socialization in�uence
inequality and in particular the e�ect on ambitions, desires, educational
future and so on (Lahire 2019; Felouzis and Fouquet-Chauprade 2021).
While here we do not follow the de�nitions and conceptualization of
culture and values described in this paragraph, it important to keep in
mind that those questions have been studied in various disciplines in
many di�erent ways, and it remains out of the scope of this thesis to
exhaustively cover all of those approaches. """

Part III is grounded in the �eld of cultural evolution, which adopts a
broader de�nition of culture as �any socially (rather than genetically)
transmitted information, such as beliefs, knowledge, skills or practices�
(Mesoudi 2016). In this framework, evolution is characterized by three core
principles: variation (entities vary in some characteristics), di�erential
�tness (entities have di�erent rates of survival and reproduction), and
inheritance (parent and o�spring correlate in those characteristics). We
adopt those de�nitions in Part III.

1.2 Humans are a social species

The human species is profoundly and distinctively social. It has been
argued that humans possess unique socio-cognitive abilities and moti-
vations (Tomasello 1999). Moreover, human culture is characterized by
cumulative cultural evolution, in which innovations and improvements
are rapidly transmitted and preserved, enabling gradual and complex
advancements in cultural artifacts�developments that would be unlikely
to emerge through individual e�ort alone. This process underlies some of
humanity's most extraordinary achievements, including scienti�c discov-
ery, legal and ethical systems, and the capacity to sustain large, complex
social groups (Tomasello 2019). Although at �rst it might seem that this
sociocultural world is just another downstream product of cognition,
decades of research in developmental psychology suggest the opposite
(Vygotsky and Cole 1978; Bruner 1990; Tomasello 2019). Socio-cultural
world, cultural knowledge, and socio-cognitive abilities and motivations
are the foundation of both social and asocial intelligence, as well as of
complex cultural evolution. The socio-cultural aspect of the human mind
is a rich and intricate research domain. Unsurprisingly, a substantial
body of work has been devoted to understanding the social and cultural
dimensions of human intelligence.

Arguably the �rst scientist to emphasize the foundational role of the
social environment in human intelligence was Lev Vygotsky. Vygotsky
is credited with conceptualizing the Zone of Proximal Development
(ZPD), which describes the gap between what a child can accomplish
independently and what they can achieve with the assistance of a more
knowledgeable other, such as a caretaker (Vygotsky and Cole 1978).
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He proposed that many social interactions are gradually transformed
into cognitive processes through a process called internalization, which
also enables higher-order cognitive abilities (Mirolli and Parisi 2011).
For instance, when helping a child solve a di�cult task, a caretaker
might provide verbal guidance thereby breaking the task down into
smaller, more manageable steps (social speech). Over time, the child may
begin to guide themselves through similar problems by speaking aloud
to themselves (private speech). Eventually, the child might utter such
guidance in their head alone (inner speech). Throughout these processes,
social and linguistic interactions are internalized and serve as key tools for
further development (Morin 2012). Vygotsky's theories have had a lasting
in�uence on cognitive science and developmental psychology (McLeod
2024). Another important thinker in this context is Ludwig Wittgenstein,
particularly in his later work. He argued that meaning of a word is rooted
in its usewithin a given context (Wittgenstein 1953). He illustrated this
with examples such as the exclamation �Water!�, which can take on
vastly di�erent meanings depending on the situation�e.g. a request, a
warning, or a discovery. Wittgenstein likened the use of language and the
inference of meaning to structured activities, which he called language
games. His work is relevant for this thesis as it emphasizes that linguistic
meaning is not �xed or abstract, but grounded in social interaction and
pragmatic context.

The work of Vygotsky and Wittgenstein inspired many di�erent directions
of research into how humans, human culture, and environment interact
and coevolve. Among these many lines of inquiry, this thesis focuses
on those most relevant to addressing the scienti�c questions concerning
the socio-cultural dimensions of AI introduced earlier. To this end,
we outline three corresponding psychological research questions. The
extensive bodies of work addressing each of these questions o�er valuable
insights that can inform our understanding of the previously introduced
AI-related questions:

É What is required for a human to enteran existing human culture,
i.e. to learn from, improve, and teach a surrounding culture?

É How can we characterize human culture and the socio-cultural
aspect of humans ? How do di�erent human cultures compare?

É How does human culture change and evolve?

It is important to note that these questions interact and that progress on
one inevitably touches on the others. Nonetheless, for the sake of clarity
and structure, we organize this thesis around the three bodies of research
(each primarily addressing one question). These three research traditions
form the foundation for the three parts of the thesis, where each part
builds on one of them to study the corresponding AI-related question.

What is required for a human to enter an existing human culture, i.e. to
learn from, improve, and teach a surrounding culture? Jerome Bruner's
work has been at the forefront of the pragmatic tradition, emphasizing the
central role of culture in human development (Bruner 1990). For instance,
he presents a pragmatic account of how referencing, requesting and
eventually linguistic communication develop through routinized social
interactions (formats) in which those abilities are necessaryto achieve
various ends (Bruner 1985). He describes these interactions as sca�olded
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- the caretaker gradually helps less and demands more of the child to
achieve those ends, thereby bootstrapping the child's development.

In contemporary developmental psychology, Michael Tomasello's Shared
Intentionality Theory provides a detailed account of the uniquely human
socio-cognitive abilities and motivations that, when combined with the
relevant experience, underpin cumulative cultural evolution (Tomasello
2019). The theory proposes two key developmental stages. At around
9 months of age, the emergence of �joint intentionality� children begin
to perceive a dyadic interaction as a joint agent striving towards the
same shared goal. This enables various abilities such as using and
understanding pointing gestures and role reversal, as well as motivations
to bond through shared mental states, such as joint attention and joint
goals. At around 3 years of age, the emergence of �collective intentionality�
enables children to perceive collections of individuals as a joint agent.
This enables children to view things from a normative perspective and
consequently enables social norms and conventions. In Part 1, we explore
the theories of Bruner and Tomasello in greater detail.

How can we characterize human culture and the socio-cultural aspect
of humans? How are various human cultures similar or di�erent? In
exploring these questions, we focus on value expression as one particular
aspect of cultural expression. In social psychology, values are a central
construct used to characterize cultural groups, societies, and individuals,
as well as to explain motivations for attitudes and behavior (Schwartz
2012). A rich history of research in this �eld is reviewed in Kulich (2009)
on which we greatly draw upon in this section. For instance, Kluckhohn
and Strodtbeck's Value Orientations Theory (Kluckhohn and Strodtbeck
1961) constitutes one of the �rst dimensional and cross cultural theories of
values. In Milton Rokeach's theory (Rokeach 1973), individuals' ranking
of values were used to predict their behavior, preferences and beliefs.
One of the most famous cultural values theory is that of Geert Hofstede,
who identi�ed �ve dimensions of cultural values by analyzing over 50
countries (Hofstede 2001). In contemporary research, two major projects
further extended the study of cultural values: the GLOBE project * , which
expanded Hofstede's framework to include six organizational values,
and the World Values Survey (Haerpfer et al. 2020), which investigates
global shifts in cultural values building on the work of Ronald Inglehart
(Inglehart 2018).

Most relevant for this thesis is the work of Shalom Schwartz, who pro-
posed models of values both at the individual and cultural level organized
in a circular structure (for example, Power opposes Universalism, and
both are orthogonal to Tradition) (Kulich 2009). In his individual-level
theory, Schwartz outlined ten basic personal values (Schwartz 1992b).
Those values and their structure remains consistent across di�erent
cultures, while their priorities di�er between individuals and groups
(Schwartz 2012). In Part II, we primarily build on this theory and the
associated instruments.

How does human culture change and evolve? The �eld of cultural
evolution views cultural change as an evolutionary process (Cultural

* https://globeproject.com/
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Evolution Society 2025). In this framework, culture is de�ned as any
socially transmitted information (Mesoudi 2016), and the evolution of
cultural traits - such as texts, words, ideas - is characterized by three prin-
ciples: variation, selection (di�erent rates of survival and reproduction),
and transmission (e.g. by social learning). While there are many di�er-
ent methods to study cultural evolution - ranging from computational
and phylogenetic models to archaeological analysis - the transmission
chain design is the most relevant for this thesis (Mesoudi 2023). In this
design, information is given to a participant, who transfers it to a second
participant, who in turn transfers it to a third participant, and so on. This
method enables researchers to observe how small changes across succes-
sive transmissions can accumulate into larger cultural transformations
that would be di�cult to detect from individual-level changes alone. For
instance, in Kirby, Cornish, and Smith (2008), iterative transmission of
an arti�cial language led to an increase in its transmissibility by making
it more learnable and structured. In Part 3, we build on this �eld and
deploy a similar transmission chain design for LLMs.

1.3 The social aspect of AI

The socio-cultural aspect of AI has been thoroughly studied across various
disciplines within AI research. Here, we discuss di�erent settings in
which the previously outlined scienti�c questions have been explored.

How can we evaluate and build AI systems capable of entering an
existing human culture, i.e. learning from, improving, and teaching a
surrounding culture? Creating an agent that interacts with humans
or social peers has been studied from many di�erent perspectives. Here,
we outline but a non-exhaustive selection of prominent examples. De-
velopmental robotics is an �eld that aims at designing arti�cial agents
inspired by human development (Asada and Cangelosi 2022). Withing
this �eld, the importance of social development and its interaction with
other aspects of development has been clearly emphasized (Cangelosi
et al. 2010). For example, Mirolli and Parisi (2011) advocated for a Vygot-
skyan approach to cognitive robotics, proposing that treating language
as a cognitive tool could help the �eld address higher-level cognition.
Interactions between humans and agents have also been studied with
simulated environments, particularly in tasks such as embodied question
answering (Gordon et al. 2018) and instruction following (Hill et al.
2020). Recently, goal-conditioned exploration processes have also been
augmented with a social peer that helps an RL agent explore by using
language as a cognitive tool (Colas et al. 2020). The social aspect of AI
has also been extensively studied in multi-agent settings, where multiple
agents are trained simultaneously. Notable examples include the design
of training signals to foster cooperation (Jaques et al. 2019) or social learn-
ing (Bhoopchand et al. 2022), and demonstrating how a sophisticated
curriculum supporting cooperation and tool use can emerge as a through
of self-play (Baker et al. 2019).

Training of generative transformer-based models on massive amounts
of internet data has taken the world by storm since the release of GPT-
3 (Brown et al. 2020) and in particular ChatGPT (OpenAI 2022). The
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development of such models typically includes large-scale pretraining
followed by �ne-tuning, where models are further adapted and aligned
for human use through techniques such as Reinforcement Learning from
Human Feedback (Ouyang et al. 2022a) or Direct Policy Optimization
(Rafailov et al. 2023). This process, can be viewed as �rst encoding
vast aspects of human culture, and then re�ning the model through
�ne-tuning to make it more usable and aligned with human norms and
expectations. In this sense, it can be seen as an attempt to enable LLMs
to enterhuman culture. While one could not claim LLMs have common
senseor social understanding alike that of humans, one could also not
claim that progress has not been made in this direction. LLMs now
perform surprisingly well on many of the conundrums only recently
considered unsolvable, such as the Winograd schema problem (Koc¼an
et al. 2023). While such models still, and perhaps always will, make
catastrophic blunders, they are often able to adequately integrate the
sentence with the social context of the user's utterance, opening up
countless applications. Let us consider a concrete example shown in
Figure 1.1. The user requested an image of bookshelves with books and
plants. We can see that the model correctly makes several assumptions,
such as resolving that themrefers to bookshelves and not books. We
can also see it make a blunder: one plant appears to grow directly out
of a book without being placed in a pot. The user then gives another
instruction to �make it all black�. This command is quite ambiguous
without social context. For instance, it is not clear what all refers to, e.g.
should the model return an image with all black pixels? This ambiguity
can be resolved by interpreting the instruction within the social context:
the user is using the model to generate an image of bookshelves, and it
would not make sensefor the user to suddenly request a completely black,
featureless image. However, we must be cautious in interpretation. While
the description above re�ects how a human might infer the meaning
of the instruction, there is no good reason to think the model made
the same inference. Similarly, a human would likely infer from the �rst
instruction that the plants should be placed inside pots since, in the real
world, plants do not grow directly out of books. Nonetheless, the model
appears to combine the user's utterances with the surrounding social
context (in whatever way) to produce an adequate modi�cation of the
image, which makes it useful in this particular case.

Given these recent advances, it is not surprising that research aiming
to test social competence of language models has been rapidly growing.
Researchers have, for example, evaluated LLMs using linguistic adapta-
tions of classical Theory of Mind tasks (Le, Boureau, and Nickel 2019; Sap
et al. 2022), assessed their ability to interpret sentences within context
(Ruis et al. 2022), and examined their performance on broader social
commonsense reasoning benchmarks (Sap et al. 2019). In line with this
thesis, this body of work also provides a cautionary tale about the risks
of over-transferring psychological concepts and methodology to AI: fol-
lowing some research that over-claimed LLMs' Theory of Mind abilities
(Kosinski 2023; Bubeck et al. 2023), subsequent work demonstrated that
trivial alterations to those standard psychological tasks led to signi�cant
drops in model performance (Ullman 2023; Shapira et al. 2024). This
was not lost on many researchers who had been critical of various grand
claims - LLMs had been described as "stochastic parrots" (Bender et al.
2021) and suggested to operate in a new (di�erent from human) mode of
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Figure 1.1: An example of GPT-4 cor-
rectly interpreting the instruction in the
social context: �Now make it all black�
darkens the image (as opposed to return-
ing all black pixels). GPT-4 also makes a
catastrophic blunder by drawing a plant
growing out of a book. This suggests
that, although the social inference was
technically correct, it was likely not made
through a human-like reasoning process.

understanding (Mitchell and Krakauer 2023).

In Part I of this thesis, building on the developmental theories of Bruner
and Tomasello, we outline a broader set of socio-cognitive abilities and
concepts than those currently addressed in AI research. For instance,
many AI research on the topic is either not grounded in psychology or
is focused on testing Theory-of-Mind through standard psychological
experimental designs, such as Sally-Anne experiments„ or Unexpected
content tasks…(Ma et al. 2023; Sar�ta³, Tezören, and Durmazkeser 2025).
This, while being an interesting and relevant topic, captures a but narrow
aspect of social-competence (Wang et al. 2025; Ma et al. 2023). Here, by
building on extensive psychological theories we are able to outline a
broader structure of relevant concepts and abilities. Furthermore, current
benchmarks are mostly focused on static third-person evaluation (Ma

„ Sally-Anne experiment tests if a child can infer that a human, who placed an object on
some location, falsely believes that the object is still at that location after it was moved in
their absence (Baron-Cohen, Leslie, and Frith 1985).

… Unexpected content task tests if a child, after observing the content of a deceptive
container (e.g. candy in a crayon box) in the absence of some other person, infers that
that person holds a false believe regarding that content (e.g. they believe the crayon box
contains crayons) (Hogrefe, Wimmer, and Perner 1986).
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et al. 2023; Wang et al. 2025). We introduce theSocialAI Schoola tool
for procedural generation of interactive environments to foster research
into these underexplored dimensions of social intelligence in interactive
agents.

How can we characterize and evaluate socio-cultural aspects of AI
systems? With the rapid advances in deep learning and generative
AI, the question of how culture is encoded in such models has become
increasingly pressing. It is well known that scienti�c research has his-
torically overrepresented WEIRD (Western, Educated, Industrialized,
Rich, and Democratic) cultures (Henrich, Heine, and Norenzayan 2010).
Similarly, language models have been shown to exhibit a strong bias
toward Western cultural norms (Atari et al. 2023; Johnson et al. 2022;
Pawar et al. 2024). Western bias is also present in the training corpora
(Johnson et al. 2022; Santy et al. 2023). Moreover, it has been shown that
steering models toward other cultural perspectives is signi�cantly more
di�cult (Atari et al. 2023; Adilazuarda et al. 2024; Tao et al. 2024). These
biases are also evident in the models' inadequate responses regarding
non-Western cultural contexts, such as suggesting drinking alcohol after
an Islamic prayer (Naous et al. 2023). A naive approach to addressing
these biases has been to simply include a greater diversity of languages
in training datasets. However, this strategy remains insu�cient, as many
crucial aspects of culture (such as values or common ground) cannot
be captured through language alone (Hershcovich et al. 2022). Recently,
there has been a �ourishing of research tackling these challenges, con-
sidering new approaches in training, usage strategies (e.g. cultural or
sociodemographic prompting), and evaluation methodologies (Pawar
et al. 2024; Rao et al. 2024).

Focusing on a particular aspect of cultural expression - value expression,
part of the di�culty in encoding cultural diversity lies in balancing
con�icting objectives of value pluralism and societal equity (Hershcovich
et al. 2022). Di�erent cultures possess di�erent value systems, and care
must be taken not to suppress cultural diversity by imposing a dominant
cultural perspective. At the same time, some cultural norms may con�ict
with principles of equity and human rights, particularly when they
marginalize or harm vulnerable groups. Johnson et al. (2022) propose that
AI systems should align with a broad conception of human rights while
still encoding multiple, potentially con�icting value systems. Ultimately,
the appropriate balance between these objectives likely depends on
the speci�c use case, as di�erent applications may require di�erent
trade-o�s.

In Part II of this thesis, we highlight the need for caution when using
psychological questionnaires to study LLMs, particularly due to broken
assumptions related to the severity of context dependence. We then adapt
the methodology associated with Schwartz's Theory of Basic Personal
Values to study the stability of value expression in LLM-simulated
populations.

How do cultures composed of AI agents (and humans) change and
evolve over time? A substantial body of research has explored the
emergence of culture and communication. One of the earliest examples is
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the Talking Heads experiment (Steels 2015), in which a shared vocabulary
emerged through interactions between embodied agents (installed at
various locations around the world) as they played language games about
the visual scenes in front of them. More recently, the role of environmental
factors (e.g. resource availability, predators, climate) has been emphasized
in the emergence of complex strategies like collaborative foraging (Nisioti,
Litto, and Moulin-Frier 2021; Hamon, Nisioti, and Moulin-Frier 2023).
Advances in deep learning have enabled these studies to scale to more
realistic, high-dimensional environments (Lazaridou and Baroni 2020a;
Moulin-Frier and Oudeyer 2020).

More directly related to this thesis, another line of research has studied
the consequences of the increasing amount of AI-generated content
entering human culture, particularly considering that this same content
may be reused to train future models. This feedback loop has been shown
to cause shifts in generated data distributions, leading to phenomena
such as collapse (Shumailov et al. 2023) or bias ampli�cation (Wang et al.
2024c). This e�ects have been studied both theoretically and empirically
(Shumailov et al. 2023), including the image domain (Alemohammad
et al. 2023a; Bertrand et al. 2023a) and the language domain (Dohmatob
et al. 2024; Gerstgrasser et al. 2024a).

In Part III of this thesis, we expand on this line of work by investigating
how di�erent human data properties in�uence the dynamics and intensity
of such distributional shifts over time.

1.4 Arti�cial Intelligence background

Reinforcement Learning Reinforcement Learning refers to a set of
problems where an agent that interacts with an environment learns by
maximizing the reward obtained from those interactions (Sutton and
Barto 1998). Taking chess as an example, based on the current board state
(locations of all the �gures), a player (the agent) chooses an action (a
speci�c move). This action leads to a new state (new �gures' locations)
and an associated reward (e.g. victory, loss or draw at the terminal state).
This interaction can be formalized as a Markov Decision Process (MDP),
which can be de�ned by the tuple " = f (– �– )– '– � >g, where:

É ( is the state space (e.g. the locations of pieces on the chess board)
É � is the action space (e.g. all possible legal moves)
É ) : ( � � � ( �! » 0–1¼, such that ) ¹B0– 0– Bº = ?¹B0 j B– 0º is the

transition function de�ning the probability of transitioning to state
B0after taking action 0 in state B(e.g., after moving a piece, the next
state re�ects both the agent's move and the opponent's subsequent
move)

É ' : ( � � �! R is the reward function de�ning the immediate
reward obtained for taking action 0 2 � in state B2 ( (e.g. achieving
checkmate results in a positive reward of 1)

É � 0 is the distribution of initial state

An agent is de�ned as a policy ( � ¹0 j B8º), which speci�es the distribution
over actions given a certain state. The agent's goal is to optimize the
return ' C =

P ) � 1
C=0 � C' ¹BC– 0Cº, where � is the discount factor (typically

around 0•99) used to assign greater importance to immediate rewards.



12 1 Introduction

While there is a large diversity of RL approaches, here we focus on
policy gradient methods. Policy gradient approaches are characterized
as being both online (they iteratively collect new data by interacting
with the environment and train on that data) and on-policy (they ex-
plicitly optimize the current policy). In its most fundamental form,
the REINFORCE algorithm (Williams 1992) optimizes the expected re-
turn objective: � ¹� � º = � � � � � »' ¹� º¼. This optimization is performed
by directly computing the gradient of the policy parameters ( � ) as
r � � ¹� � º = E� � � �

�P )
C=0

�
r � ;>6¹� � ¹0CjBCºº

�
' ¹� º

�
. Modern approaches

employ various improvements to enhance training stability and improve
reward estimates. A common enhancement is to optimize for the advan-
tage (� ) instead of for the return. Intuitively, the Advantage estimates if
estimated return following taking action 0 in state B(& ¹0– Bº) is bigger
than the estimated return from the current policy staring from state B
(+ ¹Bº), that is the motivation is to compute gradients that improve over
the current policy. For instance, Proximal Policy Optimization (PPO)
(Schulman et al. 2017) introduces a clipped surrogate objective function
to prevent overly large and potentially destructive gradient updates.
Furthermore, in environments with very sparse rewards, it is common to
augment the environmental reward with intrinsic rewards to encourage
e�ective exploration (Burda et al. 2018; Pathak et al. 2017). Overall, the aim
of these methods is to �nd the optimal policy parameters � that maximize
the expected discounted reward in an interactive environment.

Language Models In the context of this work, Language Models (LMs)
refer to arti�cial neural networks primarily tasked with modeling and
generating text. The current state-of-the-art models are typically based
on the decoder-only transformer architecture (Vaswani et al. 2017). This
architecture is often augmented with various additional improvements,
such as Rotary Position Embeddings (RoPE) (Su et al. 2024), Grouped
Query Attention (GQA) (Ainslie et al. 2023), and Mixture-of-Experts
(MoE) (Jacobs et al. 1991; Jordan and Jacobs 1994), among others. These
modern models, which often have immense parameter sizes (ranging
from billions to even trillions of parameters), have subsequently been
designated as Large Language Models (LLMs). While the exact training
procedures for modern LLMs vary among di�erent providers and are
often proprietary, the general methodology follows a two-phase process:
pre-training, and post-training.

In the pre-training stage, the model is trained on next-token prediction
using an extremely large, diverse dataset containing trillions of tokens (e.g.
36T for Qwen 3 (Yang et al. 2025), 15.5T for Kimi-K2 (Team et al. 2025),
and 15.6T for LLama-3-405B (Dubey et al. 2024)). While exact details of
the properties and compositions of these corpora are rarely disclosed
in detail, they are generally understood to contain large quantities of
data from sources like web crawls, supplemented by additional higher-
quality data such as books, code, and mathematical texts. This data is
rigorously preprocessed by various techniques including quality �ltering,
deduplication, removal of personal or sensitive information, and so on. It
is during this phase that the model acquires the most of its �knowledge�.
However, the resulting models, referred to as basemodels, are not yet
well suited for practical, interactive use. For instance, if a base model
is given the input (prompt): �What is the capital of France?�, it might
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continue the sequence with: �What is the capital of Germany?�. That
occurs because the model was trained to primarily model internet text,
which often includes formats like lists or exams where questions are
presented sequentially without immediate answers. One approach to this
is to employ in-context learning (or few-shot prompting). For instance, the
model can be prompted with an example: �What is the capital of Spain?
Madrid. What is the capital of France?�. In this scenario, base models
are likely to pick up on the pattern and attempt to provide the correct
answer. Nevertheless, a much more robust and suitable approach is to
further �ne-tune the model for instruction following and conversational
capabilities.

In the post-training stage, the base model is further �ne-tuned for
practical, interactive use. For instance, the model is adapted for many
usecases such as instruction following, tool use, reasoning, agentic use,
an so on. Crucially, post-training also involves training the model to avoid
generating socially undesirable text, such as hate speech or dangerous
instructions (a process often termed safety alignment). It is also common
to trained the model to follow a speci�c conversation template, such as
the one used by Llama-3:

<|begin _of _text|>

<|start _header _id|>system<|end _header _id|>

You are a helpful AI assistant.<|eot _id|>

<|start _header _id|>user<|end _header _id|>

What is France's capital?<|eot _id|>

<|start _header _id|>assistant<|end _header _id|>

The capital of France is Paris!<|eot _id|>

This structure organizes the input into three distinct message types,
making the model suitable for use in a conversational setting. The system
message de�nes the overall instructions set by the developer; the user
message contains the user's input; and the assistant message holds the
model's generated response. Post-training is typically achieved through
a combination of specialized techniques such as supervised �ne-tuning
(SFT), RLHF (Christiano et al. 2017), DPO (Rafailov et al. 2023), GRPO
(Shao et al. 2024), or rejection sampling (RS). In state-of-the-art models
this often involves complex pipelines combining these techniques. For
instance, LLaMa-3-Instruct models were �ne-tuned by RS, SFT, and
DPO (Dubey et al. 2024), while DeepSeek-R1 was �ne-tuned using SFT
and GRPO (Guo et al. 2025). Furthermore, DeepSeek-R1 post-training
involved an intricate pipeline for creating the SFT data itself, which
itself included SFT and GRPO �ne-tuning of the base model. Overall,
the production pipeline for LLMs is rapidly changing, and it is possible
that some of the techniques de�ned here will evolve, but they currently
constitute the prevailing methodology for developing state-of-the-art
models.

1.5 Summary and Contributions

This section provides a brief overview of the three parts of this thesis.
Each part addresses the overall question of how psychology and the
human sciences can inform and support AI, by focusing on one of the
scienti�c questions outlined in the opening section of this chapter. Each
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part concludes with a �From psychology� section, where we discuss how
concepts and methodology were borrowed and adapted for AI.

As humans, we seem to e�ortlessly engage in coordinated social inter-
action with others. Throughout our development we quickly identify
relevant facets of the social environment to e�ciently enter a surrounding
culture, i.e. learn from, improve, and �nally teach our culture to future
generations. In Part I (Chapter 2), we follow the developmental theories
of Jerome Bruner and Michael Tomasello, which we discuss in detail, and
then outline some of the most basic concepts and abilities relevant for a
system to enter an existing human culture. More precisely, following the
developmental theory of Michael Tomasello, we focus on three aspects
of sociality, and from each we outline concepts we deem most relevant
for AI at the moment: 1) regarding social cognition: the ability to infer
what others see and to engage in joint attention, 2) regarding communi-
cation: the development of referential communication through pointing
and the beginnings of conventionalized communication through simple
language, and 3) regarding cultural learning: imitation and role reversal
imitation. In addition, we outline two concepts from Jerome Bruner's
theory: formats and sca�olding. Then, we present a tool - The SocialAI
School, which facilitates the generation of procedural environments cov-
ering the outlined concepts and abilities. The environments can be used
with classical multi-modal RL agents, but they can also be instantiated in
pure text to study LLMs. We then present a series of case studies using
SocialAI to study the outlined concepts and abilities with RL agents
as well as with LLMs. Our experiments demonstrate the diversity of
studies that can be conducted with the SocialAI school, highlight the
limitations of standard RL agents, and show that while large language
models exhibit behavior to an extent consistent with correctly inferring
social cues, a performance gap remains - one whose size appears to
depend on the problem at hand.

One way to evaluate and characterize human value expression has
been through the use of psychological questionnaires. In Part II, we
study the limitations of using psychological questionnaires with LLMs.
Then, we adapt psychological methodology to evaluate the expression
and stability of basic personal values in LLM-simulated personas and
populations over di�erent contexts. First, in Chapter 3 we present a
positioning where LLM are seen as superpositions of perspectives -
rather than exhibiting a persona, a culture, or a set of values, LLMs'
behavior is always conditioned on the context (perspective). That is to say,
providing a context (e.g. a Wikipedia article) collapses the superposition
of perspectives into a single perspective (e.g. the perspective of the writer
of the article). We show that asking the same questions through di�erent
textual formats leads to drastic changes in the answers. Then, in Chapter
4, we leverage the methodology used to study the stability of human
values to study the stability of LLM-simulated personas and populations
and provide an set of experiments where we compare LLMs based on
their robustness to context changes when simulating populations. We
observed consistent trends, with the Mixtral, Mistral, GPT-3.5, and Qwen
model families appearing more stable. These trends are also con�rmed
on downstream behavioral tasks. LLMs studied in those experiments
exhibited much lower than human stability (despite the comparison
being skewed in the humans favor), which further diminished over
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longer conversations. This insight highlights the limitation of the studied
LLMs and motivates future research on models specialized in simulating
coherent populations of individuals. We further adapt this methodology
to create a leaderboard where new LLMs are constantly evaluated and
compared in real time. On the leaderboard we observed the bene�t of
using CoT prompting, and, more generally, the latest leaderboard results
suggest that while value stability may be approaching its ceiling, the
persistent gap in CFA validation scores points to either remaining room
for improving value expression in LLMs or a fundamental limitation in
applying human-centric theories, such as Schwartz's, to these models.

With the increasing in�ux of AI into human culture many questions
regarding the dynamics of human-AI cultural evolution emerge. In Part
III (Chapter 5), we study the evolution of generated social media content
over iterative transmissions. We �ne-tune LLMs on social media posts
written by humans and by previous generations of LLMs, and study
the evolution of the generated content. We found that higher lexical
diversity and greater gaussianity in human data were associated with
increased deterioration over generations, while higher semantic diversity
and overall data quality with smaller deterioration. We also observe
that data properties from one domain had little in�uence on the data
generated for another domain. These results suggest that di�erent parts
of the internet may exhibit distinct evolutionary dynamics, driven by
variations in their underlying data properties.
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What is this chapter about? This chapter focuses on the question �How
can we evaluate and build AI systems capable of enteringan existing
human culture, i.e. learning from, improving, and teaching a surrounding
culture?�. AI research on socially interactive agents has largely focused
on evaluating socio-cognitive abilities in complex models�such as large
language models (LLMs)�or on studying the emergence of culture in
multi-agent systems. Here, we argue that AI should also investigate the
socio-cognitive abilities required for enteringan existing culture, and
that such research should be informed by insights from developmental
psychology. To this end, we draw on the theories of Michael Tomasello
and Jerome Bruner, introducing key concepts and socio-cognitive abilities
that we believe to be important for current AI research. Those concepts
include social cognition (e.g. joint attention, perspective taking), com-
munication, cultural learning, formats, and sca�olding. We present The
SocialAI school - a tool including a customizable parameterized suite
of procedurally generated environments, designed to facilitate research
on these topics. We demonstrate its by exploring the outlined concepts
through experiments with both reinforcement learning (RL) agents and
LLM-based agents. Our results show that while standard RL agents can
learn to solve tasks when trained directly on them, they struggle to gen-
eralize to new contexts. Experiments with LLMs suggest that, although
these models exhibit behavior partially consistent with interpreting social
cues, a performance gap remains�and the size of this gap appears to be
task-dependent. The main aim of this work is to engage the AI community
around the problem of social intelligence informed by developmental
psychology and to provide a tool to simplify �rst steps in this direction.
Future work could explore a wide range of experiments, both using the
current SocialAI environments and by extending them to support more
complex scenarios.

Timeline and Contribution: The �rst part of the project (not discussed
here) was done in 2021 in shared �rst authorship with Rémy Portelas. Then
the project changed directions to be strongly grounded in developmental
psychology an the theories of Michael Tomasello and Jerome Bruner. The
second part of the project (discussed in this chapter) was done in 2022 in
sole �rst authorship.

Scienti�c output:

É Journal: Grgur Kova£ , Rémy Portelas, Peter Ford Dominey, and
Pierre-Yves Oudeyer (2024). `The SocialAI school: a framework lever-
aging developmental psychology toward arti�cial socio-cultural
agents'. In: Frontiers in NeuroroboticsVolume 18 - 2024

É Workshop: Grgur Kova£ *, Rémy Portelas*, Katja Hofmann, and
Pierre-Yves Oudeyer (June 2021). `SocialAI 0.1: Towards a Bench-
mark to Stimulate Research on Socio-Cognitive Abilities in Deep
Reinforcement Learning Agents'. In: NAACL. Accepted at NAACL
ViGIL Workshop 2021. Mexico CIty, Mexico ( Spotlight):
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Figure 2.1: The SocialAI School provides
technical and conceptual tools aiming
to simplify research seeking to design
socially pro�cient arti�cial agents.

É Workshop: Grgur Kova£ , Rémy Portelas, Peter Ford Dominey, and
Pierre-Yves Oudeyer (July 2023). `The SocialAI School: Insights
from Developmental Psychology Towards Arti�cial Socio-Cultural
Agents'. In: TOM 2023 -First Workshop on Theory of Mind in Commu-
nicating Agents - ICML 2023 Workshop.Honolulu (Hawaii), United
States

*Shared 1st authorship.

2.1 Motivation

Given the central role that social cognition plays in human intelligence
and cultural evolution, it is natural that AI research aspires to model
aspects of our social competence. To think creatively, generate original
solutions, or identify novel and meaningful problems, a system would
need to learn our values, but also learn how we see and understand the
world. Such a socially competent system could potentially participate
in our cumulative cultural evolution - improving our concepts, theories,
inventions, and even creating new ones, i.e. enter a human culture .

In this part, the term �culture� aligns with the tradition from develop-
mental psychology. Most notably, we draw upon the theories of Michael
Tomasello, who extensively explored the particularities of human culture
compared to that of other great apes. Tomasello discusses two character-
istic dimensions of human culture: the coordinative and the transmitive
dimensions (Tomasello 2019). The former refers to how humans cooperate
through complex structures such as conventions (including linguistic
conventions), norms, or institutions, and are motivated to do so by trust,
commitment, and fairness. The latter refers to how humans pass skills
and knowledge from one generation to the next through social learning,
thereby enabling the improvement of cultural practices and products
such as tools, as well as conventions, norms, and institutions. Tomasello's
theories extensively study and outline uniquely human socio-cognitive
abilities and motivations that enable such cumulative cultural evolution,
which is behind most of the humans' impressive achievements such
as governments, science, and engineering. This conceptualization of
culture is di�erent from the one often taken in social psychology, which
sometimes focuses on an aspect of culture such as values (we explore
this in Part II).

Enriching AI with socio-cognitive abilities also has numerous practical
implications. Socially competent robots, capable of social learning, would
be much easier to deploy and adapt to novel tasks and tools. For example,
performing collaborative tasks with a robotic learner able to detect, learn
and reuse context-dependent sets of communicative gestures/utterances
could be easily integrated into human teams, without requiring humans
to adopt new conventions. Furthermore, robots capable of learning
human values and moral norms will be capable of performing tasks in
the constraints de�ned by those values.

AI research on interactive agents has traditionally focused on tasks
such as navigation and object manipulation, often stripped of any social
dimension (Mnih et al. 2015; Lillicrap et al. 2016). When sociality is studied,
it is typically within multi-agent settings, where the primary emphasis
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lies on the emergenceof complex behavior (Jaques et al. 2019), frequently
with only limited grounding in developmental psychology (Baker et al.
2019). While these research directions are both valuable and important,
the focus of this work is di�erent: we concentrate on the challenge of
enteringan already existing, complex human culture. And we argue that
it can be bene�cial to be informed by developmental psychology theories.
We argue that drawing on theories from developmental psychology can
provide useful guidance in addressing this challenge.

In the rapidly growing �eld of large language models, research on
social cognition has often taken the form of proof-of-concept simulations
(Park et al. 2023), or systematic benchmarks focusing on general social
reasoning (Sap et al. 2019; Ruis et al. 2022; Zhou et al. 2023) or Theory-of-
Mind (Le, Boureau, and Nickel 2019; Gandhi et al. 2023). The majority of
evaluation on the social competence of LLM remains either not heavily
grounded in psychology or focuses on false-belief queries (representing
a narrower subset of social-intelligence in general (Ma et al. 2023)).
Similarly, the majority of such evaluations remains in the form of static
third person queries (Ma et al. 2023; Riemer et al. 2024).

Here, we propose to make a step in �lling those gaps by outlining concept
and abilities strongly grounded in developmental psychology theories
of Michael Tomasello and Jerome Bruner, and by focusing on RL and
LLM-based agents in interactive social environments. Crucially, this
chapter does not claim to o�er a complete solution for constructing a
socially competent agent�a goal that is both far-reaching and deeply
complex. Rather, we argue that grounding AI research in the concepts
discussed in this chapter is a promising step forward. We argue that
concepts from developmental psychology can serve as signposts for AI
research, o�ering directions and insight in de�ning short term goals.
Given that the outlined skills are at the very core of human social and
cognitive competences, arti�cial agents aimed at participating in and
learning from social interactions with humans are likely to require the
same core competences. To support this e�ort, we introduce the SocialAI
School- a tool designed to help researchers begin to systematically explore
and evaluate these core socio-cognitive capacities in interactive arti�cial
agents.

Following the theories of Michael Tomasello and Jerome Bruner, this
work identi�es a richer set of socio-cognitive skills than those currently
considered in most of the AI research. In Tomasello (2019), the theory
is presented in eight facets. We focus on three of these and, from each,
outline the speci�c concepts and abilities we consider most relevant for
current AI.

1. social cognition: the ability to infer what others see and to engage
in joint attention

2. communication: the development of referential communication
through pointing and the beginnings of conventionalized commu-
nication through language

3. cultural learning: the use of imitation and role reversal imitation in
social learning

We also outline two concepts from Jerome Bruner's work:
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1. formats: they refer to the way in which social interactions are
structured and presented

2. sca�olding: it refers to the temporary support provided by a
caretaker to help a learner achieve a task that would be otherwise
too di�cult.

Together, these concepts form the conceptual foundation for the frame-
work presented in this chapter.

Based on this set of target abilities, we construct the SocialAI school,
a tool (based on MiniGrid (Chevalier-Boisvert, Willems, and Pal 2018))
which enables the construction of social grid-world environments. These
environments are designed to be both rich and tractable, allowing for
systematic investigation into the acquisition of social competence in
arti�cial agents. The social environments are organized according to the
key cognitive science experiments used to study the social development
in children.

In our experiments, we aim to show the versatility of the experiments
which could be conducted with the SocialAI school. In the max text, we
present experiments regarding the following questions: generalization
of social inferences (the pointing gesture) to new contexts, recreating
an experiment from cognitive science (to study the knowledge transfer
during role reversal), and the impact of a sca�olded environment on the
agent's learning. To show the diversity of agents which can be used, we
conduct those experiments with RL agents, and present an additional
case study with LLMs as interactive agents. In the Appendix, we explore
the remaining concepts such as linguistic inferences, joint attention, and
imitation. We hope this work encourages future research that expands
on these initial studies�by introducing new socio-cultural scenarios,
exploring di�erent architectures or training regimes, and further probing
the mechanisms underlying social competence in AI systems.

We outline the following main contributions of this work:

É An introduction to Michael Tomasello's and Jerome Bruner's theo-
ries on child development and core socio-cognitive abilities

É An outline of a set of core socio-cognitive abilities important for
current AI research

É The SocialAI school: a tool including a customizable procedural
generation suite of environments aiming to simplify studies of
socio-cognitive abilities of AI agents

É Examples of case studies demonstrating how SocialAI can be used
to study the outlined concepts and questions regarding socio-
cognitive abilities in AI

Social agents are not objects Although social peers could be seen as
merely complex interactive objects, we argue they are fundamentally
di�erent in nature. Social agents (e.g. humans) posses rich and dynamic
internal states such as intentions, moods, knowledge states, preferences,
emotions, and so on. In cognitive science, an a�ordance refers to what
things or events in the environment a�ord to an organism (Gibson 1977).
The resulting set of possible interactions with peers (social a�ordances
Carvalho (2020)) is essentially di�erent from those with objects (classical
a�ordances). A �at surface can a�ord "walking-on" to an agent, while
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a peer can a�ord "getting help from". The latter is a social a�ordance,
which may require a social system and conventions (e.g. politeness),
implying that social peers have complex internal states and the ability to
reciprocate. Successful interaction might also be conditioned on the peer's
mood, requiring communication adjustments. Training an agent for such
social interactions most likely requires drastically di�erent methods � e.g.
di�erent architectural biases � than classical object-manipulation training.
In this chapter, we simulate such social interactions using scripted peers.
We argue that studying isolated social scenarios featuring scripted peers
in tractable environments is a promising �rst step towards designing
pro�cient social agents.

2.2 Related Work

Earlier calls for socially pro�cient agents This paragraph aims to
connect this thesis with earlier e�orts in developmental robotics (Asada
et al. 2009; Cangelosi and Schlesinger 2014), which studied how to
leverage knowledge from the cognitive development of human babies
into embodied robots. Within this �eld, multiple calls for developing the
social intelligence of autonomous agents have already been formulated
(Billard and Dautenhahn 1999; Lindblom and Ziemke 2003; Mirolli and
Parisi 2011). We aim to further motivate the relevance of such concepts
towards further progress in deep reinforcement learning (DRL) and AI.

Human-Robot Interaction Human-Robot Interaction (HRI) provides a
well-established body of work focused on interactions with knowledge-
able human teachers. In this context, researchers have explored how to
provide interactive teaching signals to their agents through instructions
(Grizou et al. 2014), demonstrations (Argall et al. 2009; Grollman and Bil-
lard 2011), corrective advice (Celemin and Solar 2015), and even narratives
(Mealier et al. 2017). A review of this �eld Vollmer et al. (2016) discusses
pragmatic frames (formats) and notes that restricted prede�ned (not
learned) interaction protocols are usually used, and suggests the study
of a broader set of social situations. This is especially timely now that RL
and DRL are increasingly being deployed in real-world humanoid social
robots (Qureshi et al. 2018; Akalin and Lout� 2021).

Disembodied Social Interaction Understanding Another line of work
has focused on disembodied machine learning models trained to interpret
synthetic images or videos of social interactions. This literature typically
adopts one of two experimental paradigms: classi�cation and prediction.
In classi�cation settings, the objective is to correctly label the nature of
an observed social scenario, e.g. is the interaction surprising or expected
(Shu et al. 2021), are agents being cooperative, neutral or adversarial (Shu
et al. 2020). Other works considered more precise scenario classi�cations
(Netanyahu et al. 2021; Tejwani et al. 2021). For instance, in two-agents
scenarios, Netanyahu et al. (2021) proposed a Bayesian approach to
jointly detect each agent's goals (protect object, move object) and their
relative relationships (friends, opponents). In prediction tasks, machine
learning models have been evaluated on their ability to predict agents'
actions in Theory of Mind experiments (Rabinowitz et al. 2018; Baker,
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Saxe, and Tenenbaum 2011), as well as in more general social perception
assessments (Netanyahu et al. 2021).

While our ambition aligns with the aforementioned works - namely,
encouraging machine learning researchers to study social interactions
- this work advocates for an embodied and interactive perspective on
sociality.

Large Language Models Various work evaluated LLMs on textual
social reasoning tasks (Ma et al. 2023; Ye et al. 2025b). Sap et al. (2022)
showed that such models struggle on two benchmarks: SocialIQA (Sap
et al. 2019) and ToMi (Le, Boureau, and Nickel 2019). Trott et al. (2022)
evaluated LLMs on variations of the Sally-Anne false belief tasks, observ-
ing promising success rates, but still sub-human performance. Ullman
(2023) and Shapira et al. (2024) demonstrated that even minor alterations
to false-belief scenarios can signi�cantly degrade model performance.
Recently, those works have been extended through through procedural
generation to consider a wider and more challenging set of Theory-of-
Mind tasks (Gandhi et al. 2023; Sclar et al. 2024). Furthermore, Ruis
et al. (2022) evaluated LLMs on problems which can only be resolved
by understanding contextual information (implicatures), and observed
a signi�cant gap with human performance. LLMs' social competences
have also been studied in interactive multi-agent interactions. Park et al.
(2023) show a case-study where interacting LLM-based agents were able
simulate complex social interactions such as organizing a party. Similar
simulations were later conducted with more complex tasks (Chen et al.
2023a) and more agents (Yang et al. 2024). Other examples include study-
ing LLMs through multi-player board games (Chen et al. 2024a), such as
Werewolf (Xu et al. 2023), Diplomacy (FAIR et al. 2022; GoodStartLabs
2025), Hanabi (Liang et al. 2025), or Poker (Huang et al. 2024). Zhou et al.
(2023) present an evaluation suite for role-playing LLMs on interactions
where they strive to achieve various social goals in cooperative and
competitive settings.

Embodied Social Deep Reinforcement learning agents Recent work in
Deep Reinforcement learning has produced agents capable of exhibiting
various social behaviors in interactive embodied environments. To clarify,
embodied, here is used in a more narrow sense, the agent is placed inside
an interactive environment where it can move, interact with objects and
its observation space is often egocentric, but the body remains simpli�ed
and simulated as opposed to real-word robots studied in developmental
robotics or HRI. Jaques et al. (2019) presented a multi-agent social
dilemma environments requiring the emergence of cooperative behaviors
through communication. Authors then showcased agents leveraging the
maximization of causal in�uence as a way to foster cooperation. Ndousse
et al. (2021) showed that, through the addition of an auxiliary next-state
prediction task, DRL agents learning to perform navigation tasks among
expert policies were able to learn to imitate social peers to overcome
hard-exploration scenarios. Bhoopchand et al. (2022) presents a similar
social-imitation approach able to scale to complex 3D environments and to
imitate experts online, i.e. within episodes (rather than through gradient-
based updates). Lee et al. (2021) showcase agents able to perform joint
attention in cooperative tasks. They show that their intrinsic incentives
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towards joint attention helps to learn from experts through social learning.
Franzmeyer, Malinowski, and Henriques (2021) present an intrinsic
motivation mechanism able to foster altruistic helping in a multi-agent
setting without requiring to know the true goal of other agents (the
intrinsic signal is based on the maximization of other's choices). One of
the objectives of the SocialAIproject is to provide rich social scenarios in
which to study and iterate on such learning systems within a broader
range of social interactions. For example, The SocialAI school simpli�es
the design of generalization tests, which are crucial to di�erentiate
heuristic policies from robust social pro�ciency, as demonstrated in Aru
et al. (2022) in Theory of Mind experiments.

Multi-Agent Emergence of culture and communication Multi-agent
systems are are an important sub�eld of interactive agents research explor-
ing questions such as the emergence of communication (Lazaridou and
Baroni 2020b; Moulin-Frier and Oudeyer 2020) and cooperation (Jaques et
al. 2019). (Mordatch and Abbeel 2018) propose simple navigation environ-
ments with to study the emergence of grounded compositional language,
Jaques et al. (2019) present multi-agent social dilemma environments
requiring the emergence of cooperative behaviors through (non-verbal)
communication. Nisioti and Moulin-Frier (2023) highlight the role of
the environment by demonstrating how a changing environment leads
to niche construction. An RL agent was shown to adapt (through social
learning) to a new environment with an expert (Ndousse et al. 2021).
The independent RL agent was trained in a multi-agent environment
with various environmental constraints and an auxiliary loss. Similar
experiments were also conducted at a larger scale (Bhoopchand et al.
2022). While multi-agent emergence of culture is an interesting research
direction to study, the present work propose to focus on a complementary
setup, arguably closer to human infants' challenges: How to design agents
able to enteran already existing social world? Rather than negotiating
new modes of communication, how to learn existing social norms?

Similar Tools for Fostering Research Similar tools have been con-
structed, often in the form of benchmarks, to support various research
questions including instruction-following (Chevalier-Boisvert et al. 2019;
Misra et al. 2018; Ruis et al. 2020), embodied question answering (Gordon
et al. 2018; Das et al. 2017), collaboration given human demonstrations
(Puig et al. 2021; Wan, Mao, and Tenenbaum 2022), or text-based social
environments requiring dialogue (Urbanek et al. 2019; Ammanabrolu
et al. 2020; Prabhumoye et al. 2020). In contrast to those, we focus on fun-
damental socio-cognitive abilities and do not aim to create a benchmark.
By building on top of MiniGrid (Chevalier-Boisvert, Willems, and Pal
2018), we aim to provide a tool which can facilitate a diversity of research
directions stemming from the outlined socio-cognitive abilities.

2.3 Cognitive science background

The following section introduces core concepts and experiments from
the two developmental psychologists that inspired the SocialAI School:
Michael Tomasello and Jerome Bruner.
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2.3.1 Michael Tomasello - The Shared Intentionality
Theory

We are born into a culture �lled with cultural artifacts, symbols and insti-
tutions like language, social norms, tool industries, or even governments
(Richerson and Boyd 2006; Tomasello 2019). These artifacts were not
invented at once, rather they are a product of a series of improvements
and modi�cations over many generations. Tomasello calls this powerful
form of cultural transmission cumulative cultural evolution, and he argues
that it is behind the most impressive human achievements (Tomasello
1999)

Cumulative cultural evolution is grounded in our socio-cognitive abilities
(e.g. social cognition, cultural learning, communication), which enable
us to learn, improve, and teach our culture (Tomasello 2019), i.e. entera
culture. Cultural artifacts inherited and learned in this process become
the very core of our cognition. An example of this is language, which
in�uences our cognition in many ways. For example, it de�nes how
we categorize and construe the world, and enables a powerful form of
social learning: learning from instructions (Tomasello 1999). This makes
socio-cognitive abilities crucial, as their early development bootstraps
both our social and asocial cognition (Herrmann et al. 2007).

Tomasello's Shared intentionality theoryargues that human socio-cognitive
abilities, such as communication and social learning, are transformed
by two big developmental steps * : the emergence ofJoint intentionalityat
around 9 months of age (the 9-month revolution), and the emergence of
Collective intentionalityat around 3 years of age (the objective/normative
turn) (Tomasello 2019).

Joint intentionality emerges at around 9 months of age (Tomasello
2019). It enables children to form a joint agent(a dyadic �we�) - they
understand that they work with a partner towards the same joint goal.
Children begin to view dyadic social interactions through a �dual-level
structure� : a joint agent "we" on one level, and a personal "I" on another,
i.e. we both understand that we both have separate roles ("I"), and that we
work together towards the same joint goal ("we"). This enables them to
take the perspective of others, which can also be done recursively - they
are not only both attending to the same goal, they are also both attending
to the partner's attention to the goal, and they both know that they
both are doing so. This recursive thinking is also manifested in socially
recursive inferences: recursively embedding one intentional or mental
state inside another. When interpreting a pointing gesture, we make a
recursive inference of what " you intend for meto think". For example, if
we are looking for a ball together, and you point to a cupboard behind
me. I should infer that you are drawing my attention to the cupboard to
communicate that I should look for the ball in the cupboard.

Collective intentionality emerges at around 3 years of age (Tomasello
2019). It enables children to form a cultural group-minded �we�, which in
comparison with a dyadic "we", represents an identity for a group. For

* These steps are referred to asmaturational capacitiesto highlight that both the maturation
and the exposure to relevant experience are required for those developmental steps
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Figure 2.2: Sketch of an experiment from
Hare, Call, and Tomasello (2001) show-
ing that apes can infer the conspeci�c's
�eld of view. As the subordinate ape
does not want to get into trouble, it will
not steal the food from the dominant ape.
In the experiment, the food was either oc-
cluded from the dominant ape or placed
in plain sight. The subordinate ape ate
the food only when it was occluded from
the dominant ape. This shows that it was
able to infer the dominant's �eld of view.

example, a child might enforce a social norm because "this is how we,
in this culture, do things". Consequently, children begin to participate
in conventions and norms, and to view things from the �objective�
perspective.

These two developmental steps transform countless abilities, motivations,
and behaviors. In this chapter, we focus on the following three develop-
mental pathways: social cognition (sec. 6), communication (sec. 6), and
social learning (sec. 6), as we consider them the most relevant for AI at
the moment.

Tomasello argues that the 9-month-revolution and the objective/norma-
tive turn are uniquely humandevelopmental steps enabling uniquely
humansocio-cognitive abilities. There has been a lot of debate regarding
this hypothesis (De Waal 2016), and it still remains an open question.
However, for the purpose of this chapter, the social pro�ciency of other
great apes (or our last common ancestor with them) is not of primary
importance. We �nd The Shared Intentionality Theory useful because it
studies the questions regarding the development of core socio-cognitive
abilities in very a systematic, extensive (covers a broad range of social
abilities), and exact (is build upon a number of very clearly de�ned ex-
periments) manner. We consider this a solid basis on which to structure
AI research.

Social cognition

In this section, we discuss the development of the ability to coordinate
perspectives and view things from the objective perspective(a perspective
independent from any individual) (Tomasello 2019). The starting point is
the ability to imagine what another sees or knows . The next step is the
emergence ofjoint attention (JA) at around 9 months of age. Then, joint
attention to mental content in the form of linguistic discourse results in
coordinating di�erent perspectives with the objective perspective

Imagining what others perceive The earliest instance of this is when
six-month-olds follow the gaze of others (D'Entremont, Hains, and Muir
1997). It is important to note that, as compared to the later emerging ability
to coordinate perspectives, this ability requires that only oneperspective
is processed at a time. Numerous studies have shown that both apes
and children are capable of making such inferences (Hare, Call, and
Tomasello 2001; Moll and Tomasello 2006). For example, Figure 2.2 shows
an experiment from Hare, Call, and Tomasello (2001) where a subordinate
and a dominant chimpanzee were presented with a competitive scenario:
competing for food. Results showed that the subordinate chimpanzee
attempted to eat the food only if it was hidden from the dominant one (this
experiment motivated our experiments with inferring the other's �eld of
view in 2.5.6). This experiment was then extended to children who were
presented with two toys: one observed by an adult and one occluded from
him. When asked to help the adult �nd a toy, 24-month-olds passed the
occluded toy (Moll and Tomasello 2006). These experiments, demonstrate
that both children and apes are capable of inferring what a conspeci�c
observes - i.e. they are able to infer another's perspective.
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Joint Attention Joint attention has been de�ned in various ways
(Siposova and Carpenter 2019). To avoid confusion, we take the def-
inition of joint attention from Tomasello (2019): joint attention consists of
two aspects: triangulation and recursiveness. Triangulation refers to the
child and the adult attending to the same external referent, and recur-
siveness refers to them both recursively being aware that they are both
sharing attention. Joint attentions is also characterized by the dual-level
structure: shared attention on one level, and individual perspectives on
another. Joint attention enables children to process multiple perspectives
at the same time, and they shortly start to align and exchange those
perspectives.

In cognitive science, the emergence of joint attention is often studied by
counting the child's alternating looks between the adult and referent
object, or the child's attempts to initiate joint attention with the adult
(Mundy et al. 1986). In Carpenter, Nagell, and Tomasello (1998) the
amount of joint attention (number of joint attention episodes and their
length) was measured in free play interactions between infants and their
mothers. A steady rise in the amount of time spent in joint attention was
observed in the period from 9 to 12 months.

Coordinating perspectives Once children reach su�cient linguistic
competence, they start jointly attending to mental content in the form of
linguistic discourse, and they begin to exchange and align perspectives
of such content as well. Through linguistic discourse, children often
encounter con�icting perspectives, which they are then pushed to resolve
(e.g. one parent says it's raining outside, but another says it's not). They
resolve those con�icts by learning to form an �objective� perspective - a
bird's-eye-view perspective distinct from anyone's personal perspective -
and coordinating the con�icting perspectives with it. For example, they
are able to understand that the same object can, at the same time, "look
like a sponge" (from their perspective) and "be a rock" (from the objective
perspective) (Flavell, Flavell, and Green 1983). Tomasello argues that
this can only be achieved once a child has passed through the second
developmental step, that of collective intentionality, which enables them
to form such a �perspectiveless� bird's-eye view perspective (Tomasello
2019).

Communication

For Tomasello, communication starts with imperative gestures for self-
serving purposes (Tomasello 2019). An example of such a gesture is
the child pulling the adult's hand, requesting them to pick them up.
Such gestures always have the same imperative meaning, and they never
refer to an external object. The 9-month revolution brings forth referen-
tial communication (pointing and pantomiming). The next step is the
appearance ofconventionalized linguistic communication . Linguistic
communication gives rise to a myriad of di�erent language uses, such as
discourse or pedagogy.
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Figure 2.3: An experiment with children
from Behne, Carpenter, and Tomasello
(2005) studying their ability to infer
the meaning of a pointing gesture. The
child's attention is drawn to a toy. This
toy is then hidden in one of the two boxes
(the child does not know which one). The
experimenter then points to one of the
two boxes, and the child is able to infer
this to mean that the toy is in that box.

Referential communication - The Pointing gesture Following the
9-month revolution, children start to communicate referentially- to an
external referent (Tomasello 2019). This is primarily achieved through
pointing and pantomiming. This is made possible by the emerging
capacities for joint attention and recursive inferences. The pointing
gesture is a powerful way of communicating, as the samegesture can be
used to express many di�erent meanings in many di�erent scenarios,
provided that the observer can correctly infer that meaning. This ability
to infer the meaning is based on the newly emerging abilities of joint
intentionality, most notably that of "socially recursive inferences" - to
interpret a pointing gesture, we make a recursive inference of what " you
intend for me to think". Hence, when someone directs our attention
towards an object, we are able to infer the intended message.

Figure 2.3 depicts an experiment with children from Behne, Carpenter,
and Tomasello (2005). First, the child's attention is drawn to the toy,
which is then hidden in one of the two boxes. The experimenter then
points to a box, and the child infers this to mean that the toy is in that
box. 14-month-old children were able to successfully follow a pointing
gesture to �nd the toy. In this scenario, the child makes the following
recursive inference: the adult is helping by directing the child's attention
to the box, and she wants the child to infer that the toy is in the box
(this experiment motivated our experiments in section 2.5.2 and related
experiments described in 2.5.6).

Linguistic communication Linguistic communication is based on the
same principle as gestural referential communication: sharing attention
to a referent and recursively inferring the intended meaning. However,
linguistic communication in addition requires learning conventionalized
means of reference, such as words or phrases. Where once was a single
pointing gesture, now there is a complex grammar of gestures, with
speci�c conventions assigned to each gesture. In Carpenter, Nagell, and
Tomasello (1998) children's understanding of words steadily increased in
the period after 9 months. This was measured by questioners given to
their caretakers on regular intervals.

Tomasello argues that when language use �rst appears, children do
not yet understand it as conventional, rather they use it as any other
artifact or tool. It is only after the emergence of collective intentionality,
when children start to understand and use conventions and norms,
that they also begin to perceive language as such. This is evidenced by
speci�c new ways in which they come to use and understand language.
For example, when others break the rules of a game they protest by
normative statements such as "No! It does not go like this!" (Wyman,
Rakoczy, and Tomasello 2009). It is needless to say that language plays
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many important roles in children's development. Here we will outline
just a few of countless possible examples. Language provides children
with abstract constructions which gives them a new organized format for
cognitive representation. Through discourse, children encounter many
con�icting perspectives, which brings them to resolve those con�icts by
forming the "objective" perspective. Finally, language opens up a new
way of cultural learning - instructed learning - in which adults directly
teach children "objective" truths about the world. Knowledge learned in
that manner is easier to generalize (Butler and Tomasello 2016).

Cultural Learning

Human culture is characterized by a powerful form of cultural trans-
mission called cumulative cultural evolution- inventions quickly spread
and are improved by following generations (Tomasello 1999). These
inventions spread at such a rapid pace that they are rarely forgotten. This
is referred to as the ratchete�ect (Tomasello, Kruger, and Ratner 1993) - as
inventions are iteratively improved without slippage. This is made possible
by advanced social learning abilities, such as imitation and instructed
learning, but also by motivation not only to learn instrumental actions,
but also to a�liate and conform. Tomasello prefers the term "Cultural
learning" for learning motivated by cultural, and not only instrumental,
motives.

The earliest form of cultural learning is the mimicking of facial expres-
sions, which is observed even in neonates (Meltzo� and Moore 1997).
Over the course of the �rst year, children begin to imitate other's actions
and goals, and then, they begin doing so in ways which demonstrate their
understanding of other's as intentional agents (Meltzo� 1995). Then, role
reversal imitation appears as children begin to learn about the partner's
role during a collaborative activity. The next big step in the development
of cultural learning is learning from instructions - instructed learning
(following the emergence of collective intentionality). It is based on the
adults' motivation to teach children as well as on the children's ability
to understand and learn from linguistic instructions. It has been shown
that children understand knowledge acquired through instructions as
objective truth, and generalize it much better than knowledge acquired
by other means (Butler and Tomasello 2016). It is needless to say that
in this way we acquire the most complex knowledge and skills such as
reading or algebra. At around four years of age, children internalize this
process, arguably, by reversing the roles (children take on the role of the
adult giving instructions). This leads to a new type of self-regulation, a
normative self-regulation based on conventions and norms.

Figure 2.4: Depiction of an experiment
from Carpenter, Nagell, and Tomasello
(1998). The experimenter activates the
party favor (sound) by pushing the
spring, and the child imitates and waits
for the sound. The sketch was taken and
modi�ed from Carpenter, Nagell, and
Tomasello (1998)
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Imitation and Emulation Imitation and emulation learning both refer
to observing a demonstration and learning from it. Imitation learning
refers to the learning of means (actions), while emulation to the learning
of ends (goals) of a demonstration (Whiten et al. 2004; Whiten et al.
2009; Tennie, Call, and Tomasello 2006). Refer to Whiten et al. (2009)
for a discussion and taxonomy of imitative and emulative learning
processes.

Figure 2.4 shows an experiment from Carpenter, Nagell, and Tomasello
(1998) studying children's imitation abilities. In this experiment, the
experimenter demonstrates an instrumental action (e.g. pressing a spring
attached to a box) which activates the light on top of the box. The children
repeated the instrumental action and looked at the light in expectation
(this experiment motivated our experiments with imitation learning in
2.5.6). This type of learning emerges over the course of the �rst year
- children reconstruct the outcome of others' actions. However, soon
after this, children begin imitating in a way which demonstrates the
understanding of other's goals. Children perform an action that an adult
attempted, but failed to perform (Meltzo� 1995), and do not imitate
accidental actions (Carpenter, Akhtar, and Tomasello 1998). Similarly,
rational imitation appears. If a speci�c action was forced upon the
demonstrator, the children recreate the result through more rational
means (Gergely, Bekkering, and Király 2002). For example, in Gergely,
Bekkering, and Király (2002) the demonstrator pressed a button with its
head while having tied hands, and 14-month-olds responded by pressing
the button with their hands.

Emulationis a type of social learning where the focus is on the outcome,
and not on the actions performed (Wood, Bornstein, and Bruner 1989).
In other words, the learning is about some property of the environment.
The learner tries to recreate some observed outcome, in doing so they
can, but don't have to, recreate the actions.

On the other side of this spectrum is overimitation - children repeat
actions that are not relevant for the outcome. Children often prefer to not
only recreate the outcome (as in emulation), but also do it in the same
way as the adults (even if this requires doing additional unnecessary
actions). For example, in Tennie et al. (2014) children were presented with
a demonstration of a rice-pouring task. The experimenter performed a
useless preliminary action before grabbing the rice. 4-year-old children
responded by repeating both the useless and the necessary actions. It has
been proposed that children overimitate to a�liate and conform for the
purpose of in group bonding (Over and Carpenter 2013), but this remains
an open question (Keupp, Behne, and Rakoczy 2013; Lyons, Young, and
Keil 2007)

Role reversal Imitation Following the 9-month revolution, a new form
of imitation appears - role reversal imitation. An example of this is when
children respond to an adult tickling their arm, by tickling the adult's
arm instead of its own (Carpenter, Tomasello, and Striano 2005). The
emerging dual-level structure of joint intentionality enables children
to understand, at the same time, the joint goal of a dyadic interaction,
and the individuals' separate roles. This enables the child to reverse the
roles of a collaborative activity, and learn about the partner's role from
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Figure 2.5: Depiction of an experiment
on role reversal from Fletcher, Warneken,
and Tomasello (2012). The task consists
of two roles: one participant pushes a
ball into the apparatus, and the other
redirects it with their �nger. The ball
then pushes two marbles toward each of
the participants. In the pretraining phase,
children collaborate until they master the
task (three consecutive successful trials).
Then, in the role reversal phase, their
roles are reversed and they master the
task again. Total number of trials to mas-
ter the task is compared between the two
phases. Children, but not apes, needed
less trials to master the task in the role
reversal phase than in the pretraining
phase.

only experiencing its own, which enables much faster transmission and
acquisition of cultural practices and knowledge.

Figure 2.5 depicts an experiment with children and apes from Fletcher,
Warneken, and Tomasello (2012). An apparatus is used where one par-
ticipant pushes the marble, and the other inserts a �nger to redirect
the ball so that it falls to the correct location. Then, both participants
get a reward. Children who previously played role A mastered role B
in less trials than children who never played role A (this experiment
motivated our experiments with role reversal in 2.5.3). In another experi-
ment (Carpenter, Tomasello, and Striano 2005), children were asked to
immediately reverse the role. An experimenter did some action on the
child (e.g. poke the child and say "your turn") and the child responded
with the same action on the experimenter (poked the experimenter back).
These experiments show that children understand the separate roles and
how each is relevant for the activity.

2.3.2 Jerome Bruner

This work is also in�uenced by the work of Jerome Bruner, most notably
by his concepts of sca�olding (Wood, Bruner, and Ross 1976) and formats
(Bruner 1985), which were recently reintroduced to AI as pragmatic
frames (Vollmer et al. 2016; Rohl�ng et al. 2016).

Formats (Pragmatic frames) simplify learning by providing a stable
structure to social interactions (Bruner 1985). They are regular patterns
characterizing the unfolding of possible social interactions (equivalent
to an interaction protocol or a grammar of social interactions). Formats
consist of a deep structure (the static part) and a surface structure (the
varying realizations managed by some rules). An example of a format is
the common peek-a-boo game (depicted in �gure 2.6). The deep structure
refers to the appearance and the reappearance of an object. The surface
structure can be realized in di�erent ways. For example, one might hide
an object using a cloth, or hands; one might hide their face or a toy; one
might do shorter or longer pauses before making the object reappear.
Humans understand social interactions through such formats, and our
social interactions are based on our ability to learn, negotiate, and use
them. This research motivated our experiments with formats in section
2.5.6.
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Figure 2.6: A simpli�ed depiction of a
format of the common children's game
"peek-a-boo" . Formats consist of the deep
structure (the static part), and the surface
structure (varying realization managed
by some rules). In this example, the deep
structure is the disappearance and the
reappearance of the adult's face, and the
surface structure refers to di�erent ways
of hiding the face and signalizing its
reappearance.

Another relevant concept is sca�olding (Wood, Bruner, and Ross 1976),
which is very similar to Vygotsky's zone of proximal development (Vy-
gotsky and Cole 1978). This concept is also related to Csikszentmihalyi's
theory of �ow (Csíkszentmihályi 1999), with the distinction that in �ow
the learning is not necessarily mediated by a caretaker. Sca�olding is
a process through which the adult bootstraps the child's learning. The
adult controls aspects of a task which are currently too hard for the
child, i.e. reduces the degrees of freedom in the task. Then the sca�old is
gradually removed as the child is ready to take on more aspects of the
task, until they can solve the task alone (without sca�olding). An example
is a child constructing a pyramid with the help of an adult (Wood, Bruner,
and Ross 1976). At �rst, the child is not even focusing on the task, and
the adult tries to get its attention to the task by connecting blocks and
building the pyramid in front of them. Once the child is able to focus on
the task, the adult starts passing the blocks to the child to connect. In the
next phase, the child is grabbing blocks by itself, and the adult is helping
through verbal suggestions. Then, only verbal con�rmations are needed
to guide the child. Finally, the child can construct the pyramid by itself.
We can see how the adult observes the child and gradually transfers
parts of the task to the child (removes the sca�old). Through this process
the caretaker enables the child to master a task they would not be able to
master alone. This research motivated our experiments with sca�olding
in 2.5.4.

2.4 The SocialAI school

The SocialAI school is a tool for building interactive environments to
study various questions regarding social competence, such as "What do
concepts, such as social abilities and motivations, outlined by develop-
mental psychology mean in the scope of AI?", "How can we evaluate
their presence in di�erent agents?", "What are their simplest forms and
how can agents acquire them?"

To construct SocialAI, we rely on a set of key experiments and studies
from developmental psychology, which were used to outline the most
important abilities, motivations and developmental steps in humans.
From the work of Tomasello, we focus on developments before and
around the age of 9 months (we believe it is important to address those
before more complex ones relating to development of 3-year-olds, see



2.4 The SocialAI school 33

section 2.3.1). We study the following relevant concepts from three devel-
opmental pathways: social cognition (inferring other's perception and
joint attention), communication (referential communication through the
pointing gesture and the beginning of conventionalized communication
through simple language), and cultural learning (imitation and role
reversal imitation). From the work of Bruner, we study the concepts of
formats and sca�olding (see section 2.3.2). Using The SocialAI school,
we construct environments and conduct experiments regarding all of
those concepts.

SocialAI, which is built on top of Minigrid (Chevalier-Boisvert, Willems,
and Pal 2018), includes acustomizable parameterizedsuite of procedurally
generated environments. We implement this procedural generation with
a tree-based structure (the parametric tree). This makes it simple to
add and modify new environments, and control their sampling. All
the current environments are single-agent and contain a scripted peer.
The agent has to interact with the peer to reach and eat an apple.
This setup enables a controlled and minimal representation of social
interactions. To facilitate future research, SocialAI was made to be very
easy to modify and extend. It is completely open sourced, and we
hope that it will be useful to the community to study the questions
regarding social intelligence in AI. An online interactive demo ( https://

huggingface.co/spaces/flowers-team/SocialAISchool ) enables to
explore di�erent environments, parameters and sampling trees in the
SocialAI School.

The remainder of this section is organized as follows. First, section 2.4.1
describes technical details such as the observation and the action space.
Then, section 2.4.2 introduces the parameter tree and explains how it
can be used to sample environments. Finally, section 2.4.3 describes two
environment types, which were used in case studies in section 2.5. In the
Appendix, we discuss one additional environment type (Appendix A.1.1)
and additional case studies (Appendix A.5).

2.4.1 Parameterized Social Environments

The environments in SocialAI are implemented as one-room gridworlds.
In all environments, the task of the agent is to eat the apple, at which
point it is rewarded. The reward is diminished according to the number
of steps it took the agent to complete the episode. The episode ends when
the agent eats the apple, uses thedoneaction, or after a timeout of 80
steps.

The agent's observation space is shown in Figure 2.7. This multi-modal
observation space consists of the full dialogue history, and a 7x7x8 tensor
corresponding to the 7x7 grid in front of the agent. Each cell is encoded
by six integers representing the object type, color, and some additional
object-dependent information (e.g. is the door open, point direction,
gaze direction, etc). Refer to �gure A.10 in the Appendix for a list of all
objects.

The agent acts in the environment through a multi-modal action space,
which consists of 6 primitive actions ( no, turn left, turn right , go forward,
toggle, and done) and a 4x16 templated language. The agent also has the
option not to speak, which is implemented with an additional binary
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output from the agent. Refer to Appendix A.2.1 for details about the
architecture of the agent.

All environments, unless otherwise stated, contain a scripted social peer,
and the task can only be solved by interacting with this peer (for which
socio-cognitive abilities are needed). A social peer observes the world
in the same way as the agent does (as a grid in front of it), and it also
observes the agent's utterances. Their action space consists of primitive
actions for movement, pointing, and the toggleaction. The peer can also
communicate with words and sentences. As the peer is scripted, there
are no constraints on the language it can utter (it is not constrained to a
templated language). The language it uses depends on the environment,
which de�nes which sentence the peer will utter at which point. The
peer is represented in the agent's observation by 7 integers depicting
their: object type, position, color, type (cooperative or competitive), gaze
direction, point direction, and the last executed primitive action. The
peer's gaze and point directions are represented relative to the agent
(e.g. 1 - to the left of the agent). The pointing direction can also be set
to 0, which signi�es that the peer is not pointing. Figure 2.8 shows an
example of an environment with the corresponding encoding of the peer.
The agent (red) and the scripted peer (purple) are making eye contact -
the peer and the agent are in the same row or column and their gazes
meet frontally. In this example, the scripted peer is also pointing to the
blue box.

Figure 2.7: Work�ow of an agent acting
in the SocialAI school. The environment
generates a state, which is represented
as multi-modal observations: a 7x7x6
tensor and the full dialogue history. The
agent acts through a multi-modal action
space consisting of primitive actions and
utterances.

The SocialAI environments are parameterized, and those parameters
de�ne the social dimensions of the task. In other words, parameters
de�ne which socio-cognitive abilities are needed to solve the task. For
example, depending on the Environment type parameter, the peer can give
information, collaborate with the agent, or be adversarial. In the case of
the peer giving information, additional parameters de�ne what is the
form of this information (linguistic or pointing).
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